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Topics for today

¥ Supervised learning for classification

¥ Logistic regression

¥ Support vector machines

¥ Kernel trick
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Logistic Regression
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\ Generative vs Discriminative
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\ Naive Bayes Classiber (1

Generative model:

p(x, G) = p(G)P(XnlG) = 7N (Xn[Hk, ! &)

class conditional density |55 prior

class p(i'ierior \ /
& b= 1 PEIGIR(G)

¢, P(xIG)P(G)
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normalising constant
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\ Naive Bayes Classiber (2
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S ¢ Model for binary classification
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Logistic Regression

Independence assumption for x | R?
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Logistic Regression

¥ Assumes a parametric form for directly estimating ).

For binary concepts, this is:
1

1+exp(w, + z; wX,)

P(Y=1|X)=

P(Y=0|X)=1-P(Y =1| X)

¥ _ exp(w, + 2; w,X})
1+exp(w, + 2; w,X;)

¥ Equivalent to a one-layer backpropagation neural net.
—Logistic regression is the source of the sigmoid function used
in backpropagation.
—Objective function for training is somewhat different.
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¥ Loglstlc regression is basically a linear model, which
demonstrated by taking logs.

P(Y=0]|X)
P(Y=11X)
1 < exp(w, +2;’=1 w,X;)

O<w,+ 2; w,X,

Assign label Y = 0iff 1 <

or equivalently w, > Z; -wX,

¥ Also called anaximum entropy model(MaxEnt) because
it can be shown that standard training for logistic regress
gives the distribution with maximum entropy that is
consistent with the training data.
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‘\LOQISIIC Regression Training

- ¥We|ghts are set during training to maximise the
conditional data likelihood :

W argmaxHP(Y" | X W)
w deD
whereD is the set of training examples avtdandXxd
denote, respectively, the valuesyoAndX for
exampled.

¥ Equivalently viewed as maximising thenditional
log likelihood (CLL)

W €= argmax Zln PY* | X W)

w deD

A
E \ Preventing Overfitting in Logistic
‘\ Regression

T ¥ To prevent overfitting, one can ussyularisation
(a.k.a. smoothing) by penalising large weights by
changing the training objective:

W <= argmax 2 InP(Y!| X W) ——||W||

w deD

Where ! is a constant that determines the amount of smoothing

¥ This can be shown to be equivalent to assuming a
Gaussian prior fowW with zero mean and a variance
related to Iu.
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‘\LOQISUC Regression Training

~ ¥Like neural- nets, can use standard gradien
descent to find the parameters (weights) th
optimise the CLL objective function.

¥Many other more advanced training methot
are possible to speed convergence.
BConjugate gradient
BGeneralised Iterative Scaling (GIS)
Blmproved Iterative Scaling (IIS)
BLimited-memory quasi-Newton (L-BFGS)
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* Logistic regression can be generalised to multi-class
problems (where Y has a multinomial distribution).

« Effectively constructs a linear classifier for each
category.

\ Multinomial Logistic Regression
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A
E \ Relation Between

=\ Naeve Bayes and Logistic Regression
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* Naive Bayes with Gaussian distributions for features (GNB),
can be shown to given the same functional form for the
conditional distribution P(Y|X).

— But converse is not true, so Logistic Regression makes a weaker
assumption.

* Logistic regression is a discriminative rather than generative
model, since it models the conditional distribution P(Y]X) and
directly attempts to fit the training data for predicting Y from
X. Does not specify a full joint distribution.

* When conditional independence is violated, logistic regression
gives better generalisation if it is given sufficient training data.

* GNB converges to accurate parameter estimates faster (O(log
n) examples for n features) compared to Logistic Regression
(O(n) examples).

— Experimentally, GNB is better when training data is scarce, logistic
regression is better when it is plentiful.
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Support Vector
Machines
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‘\ Logistic Regression vs NB
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\ Linear classifiers

Which line is better?

16
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Y\ Maximum margin

margin
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L\ Maximum margin classifiers(2)

Assuming ! (x) = x

y>0 2
AN y(x) = WX + g
2
For points in the boundary
w ’/uy\(,:l) \y(X) =0 and
x wTx . Wo
x1 "w" ’ "w"

For arbitrary x

X:XL'I-’["W and T—m

19

A
Cly

L\ Maximum margin classifiers (I)

Given a training set Linear classifier

x)=w'! (x)+b
Inputs  xi,...,xy yXx) (x)+

Targets Output he signyok)

s ...,ty wheret, € {—1,1} so that t,y(x,) > 0

for all points in the training set
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L\ Maximum margin classifiers(3)

For all points correctly classified t,Y(X»n) > 0
and

thy(xn)  ta(W'! (xn) +b)

#wi #wi

Maximum margin is found by

L gt o6
arg max min t, w Xn) +
%\,ﬁb HWH n

However, this is too difficult to optimise !

20
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Support Vector Machines

Quadratic programming

H 1" n2
argmin Z"w"?

w,b

s.t.

th(Wl(xn)+b)! 1, n=1,....N

¥ Solve efficiently by quadratic programming (QP)

¥ Hyperplane defined by support vectors
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\ Soft Margin Classification

A
L] . L] C "
L\ Maximum margin classifiers(4) 3
—— ——
Note that if Mng kW byy(x»)/"w" is unchanged
b! Ib
Setting t (W'¢(xn) +b) =1 for the support vectors:
Quadratic programming
P
argmin --w
w.b .
margin
s.t.
th(W!l(xa)+b)! 1, n=1,....N
21
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B \ What happens if the data is not linearly separable? 5
—— ——
Quadratic programming
° ® argmin }"W"Z
([ ] w,b
° y="1
s.t.
PY [} [}
th (WT! (xn)+b) ! 1, n=1,...,N
e o °
° o ©

If margin > 1, don’t care
If margin < 1, pay linear penalty
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Quadratic programming
N

. 1
1 = 2
arg minCy 1, + Slw
w,b n=1

s.t.

24
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‘\ The Dual SVM formulation

Australian Cen
for Field Robotics

Quadratic programming Lagrangian function

N

$ o
L(w,b,a) = %"W"Z# a, t,(WTé(x,)+ b)# 1 l

n=1

T
argmin - w "~
w,b 2

s.t. setting the derivatives w.r.t.
W and ) equal to zero:

N
W= ) antad(xa)
n=1
N
0 = > at.
n=1
"N NN an = 0, n=1,...,N,
L(a) = an — D) anamtntmk(xmxm) S.t
n=1 n=1m=1

. N
Zantn = 0.
n=1

Kernel trick l
K(x,x') = $(x)T$(x) 25

B \ Think about kernels not features
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Polynomial kernel
k(x,z)

(1+xT z)2 = (14 2121 + 2222)?
= 1 +| 2x1z1|+ 2192 +| xfzf + Qxlzl.’rlgzz + il%z% |
= (1, 2m1, 2mxp,22, 2mymo,x2)(1, 2z, 22,22, 2217,22)7

= 1 (x)"! (2).

Gaussian kernel

‘\ Kernel SVMs

¥ Solve the QP problem

L@= ) a!
n=1

with respect to a subject to the constraints

N N
Z Zanamtntmk(xnyxm)

n=1 m=1

NI =

a, = 0 n=1,..., N,

Zantn = 0.

n=1

¥ Support vectors satisfy

F

th amtmk(xn,xm)+ b =1
meS

¥ For query points compute

nN
y(x) = ant,k(x,x,) +b.

n=1
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£\ What Functions are Kernels?

« For some functions K(x;,x;) checking that K(x;,x;)=" (x,) ™ (x;) can be
cumbersome.
* Mercer’s theorem:
Every semi-positive definite symmetric function is a kernel

» Semi-positive definite symmetric functions correspond to a semi-positive
definite symmetric Gram matrix:

k(x,2) = exp(—llx —z|*)

Infinite dimensional feature space!
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K(x1,x)) | K(x3,x5) | K(X1,X3) K(xy,x,
K(xp,x)) | K(x2,X5) | K(X2,X3) K(x,.x,)
K=
E E E E
K(x,x)) |K(x,X) |K(X,X3) K(x,.x,)

28
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£\ Examples of Kernel Functions

.

Linear: K(x,,x;)= x,Tx;
P Mapping®: x! " (x), where" (x) isx itself

+ Polynomial of power p: K(x;,x))= (1+ x,"x;)’
P Mapping®: x! " (x), where" (x) has(‘””% dimensions
P
sl
+ Gaussian (radial-basis function): K(x,x,) = e 20°
P Mapping®: x! " (x), where" (x) is infinite-dimensional: every point is mapped to
Junction (a Gaussian); combination of functions for support vectors is the separatc

* Higher-dimensional space still has intrinsic dimensionality d (the mapping is
not onto), but linear separators in it correspond to non-linear separators in
original space.
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SVMs for regression

N
minimize c%a(y(xm ) + 5w l oo
t|
where, . © ©) ©
4
Ecdly(x) -t) = { %(x),t‘,!’ i)ftlzg)is;tK g " © ©
Error function
0 1
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Overfitting

YHuge feature space with kernels, what about
overfitting???
Maximizing margin leads to sparse set of support
vectors

Some interesting theory says that SVMs search for
simple hypothesis with large margin

Often robust to overfitting

30

Summary

¥ SVM advantages
¥ Efficient QP learning
¥ Sparse
¥ SVM disadvantages
¥ Not probabilistic
¥ Do not directly handle multi-class problems

¥ QP might struggle in very large datasets

32
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Abstract

A number of supervised learning methods
have beenintroducedin the last decade.Un-
fortunately, the last comprehensie empiri-
cal evaluation of supervisedlearning was the
Statlog Project in the early 900sWe presert
a large-scale empirical comparison between
ten supervised learning methods: SVMs,
neural nets, logistic regression,naive bayes,
memory-basedlearning, random forests, de-
cision trees, baggedtrees, boosted trees, and
boosted stumps. We also examine the effect
that calibrating the modelsvia Platt Scaling
and Isotonic Regressionhas on their perfor-
mance. An important aspect of our study is
the useof a variety of performancecriteria to
evaluate the learning methods.

This paper preserts results of a large-scaleempirical
comparison of ten supervised learning algorithms us-
ing eight performancecriteria. We evaluate the perfor-
manceof SVMs, neural nets, logistic regression,naive
bayes, memory-basedlearning, random forests, deci-
sion trees, bagged trees, boosted trees, and boosted
stumps on eleven binary classibcationproblems using
a variety of performance metrics: accuracy F-score,
Lift, ROC Area, average precision, precision/recall
break-even point, squared error, and cross-etropy.
For ead algorithm we examine common variations,
and thoroughly explore the spaceof parameters. For
example, we compare ten decision tree styles, neural
nets of many sizes,SVMs with many kernels, etc.

Becausesomeof the performancemetrics we examine
interpret model predictions as probabilities and mod-
elssuch as SVMs are not designedto predict probabil-
ities, we compare the performance of ead algorithm
hoth hefare and after calihratina it nredictions with

model cal covt adult Itrpl Itr.p2 medis slac hs mg calhous cod bact mean
bst-dt plt 938 857 959 976 .700 .869 933 855 974 915  .878* .896*
rf plt 876 930 .897 941 810 .907* .884 .883 .937 .903* .847 .892
bag-dt b .878 .944* 883 911 .762 .898* 856 .898 .948 .856 .926 .887*
bst-dt iso .922* 865 .901* .969 .692* .878 .927 .845 965 .912* .861 .885*
rf b .876 .946* .883 922 .785 .912* .871 .891* .941 874 .824 .884
bag-dt plt 873 931 877 920 .752 .885 .863 .884 .944 865 .912* .882
rf iso .865 934 851 935 .767* .920 .877 .876 .933 .897* .821 .880
bag-dt iso .867 933 840 915 749 897 856 .884 .940 .859 .907* 877
svm plt 765 886 .936 .962 .733 .866 .913* .816 .897 .900* .807 .862
ann b 764 884 913 901 .791* .881 .932* 859 .923 .667 .882 .854
svm iso 758 882 899 954 .693* .878 .907 .827 .897 .900* .778 .852
ann plt 766 872 898 .894 775 .871 .929* .846 919 665 .871 .846
ann iso 767 882 .821 .891 .785* .895 .926* .841 915 672 .862 .842
bst-dt b 874 842 875 913 523 .807 .860 .785 .933 .835 .858 .828
knn plt .819 785 920 937 626 .777 .803 .844 827 .774 .855 .815
knn b .807 780 .912 936 598 .800 .801 .853 .827 .748 .852 .810
knn iso 814 784 879 935 633 791 794 832 .824 777 .833 .809
bst-stmp plt 644 949 767 688 .723 .806 .800 .862 .923 .622 .915* 791
svm b 696 819 731 860 .600 .859 .788 .776 .833 .864 .763 781
bst-stmp iso 639 941 700 681 .711 .807 .793 .862 .912 .632 .902* .780
bst-stmp b 605 .865 540 615 624 779 683 .799 817 .581 .906* 710
dt iso 671 869 .729 .760 424 777 622 815 .832 415 .884 .709
dt b .652 872 723 763 449 769 609 .829 .831 .389 .899* .708
dt plt 661 .863 .734 .756 416 .779 .607 .822 .826 .407  .890* .706
Ir b 625 .886 .195 448 .777* .852 675 .849 .838 .647 .905* .700
Ir iso 616 .881 .229 440 .763* .834 659 .827 .833 .636 .889* .692
Ir plt .610 870 .185 446 .738 .835 .667 .823 .832 .633 .895 .685
nb iso 574 904 674 557 709 724 205 687 .758 .633 .770 .654
nb plt 572 892 648 561 .694 732 213 690 .755 .632 .756 .650
nb b 552 843 534 556 .011 .714 -654 655 .759 .636 .688 481
34
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MODEL CAL ACC FSC LFT ROC APR BEP RMS MXE MEAN OPT-SEL
BST-DT PLT .843% 779 .939 .963 .938 .929% | .880 .896 .896 917
RF PLT .872% .805 .934* 957 931 .930 .851 .858 .892 .898
BAG-DT - .846 781 .938% .962* .937%* 918 .845 872 .887* .899
BST-DT 1SO .826* .860* .929* 952 921 .925* .854 815 .885 917*
RF - 872 .790 .934%* 957 931 .930 .829 .830 .884 .890
BAG-DT PLT .841 774 .938* .962% .937* 918 .836 .852 .882 .895
RF IS0 .861*%  .861 923 1946 910 925 .836 776 .880 .895
BAG-DT 150 .826 .843% .933% .954 921 915 .832 791 877 .894
SVM PLT .824 760 .895 938 .898 913 .831 .836 .862 .880
ANN - .803 762 910 1936 .892 .899 811 .821 .854 .885
SVM IS0 813 .836%* .892 1925 .882 911 814 744 .852 .882
ANN PLT 815 .748 910 .936 .892 .899 783 785 .846 875
ANN 150 .803 .836 .908 924 .876 .891 N 718 .842 .884
BST-DT - .834%* .816 .939 .963 .938 .929%* .598 605 .828 .851
KNN PLT 757 707 .889 918 872 .872 742 764 .815 .837
KNN - 756 728 .889 918 872 872 729 718 .810 .830
KNN 150 755 758 .882 907 .854 .869 738 706 .809 .844
BST-STMP PLT 724 .651 .876 1908 .853 .845 716 754 791 .808
SVM - 817 .804 .895 .938 .899 913 514 467 781 .810
BST-STMP 1SO .709 744 873 .899 .835 .840 .695 .646 780 .810
BST-STMP - 741 .684 .876 .908 .853 .845 .394 .382 710 726
DT 1S0 648 .654 .818 .838 756 778 590 .589 709 774
DT - 647 .639 .824 .843 762 Naad 562 .607 708 763
DT PLT .651 .618 .824 .843 762 N 575 .594 .706 761
LR - .636 .545 .823 .852 743 734 .620 645 .700 710
LR 1SO 627 567 .818 .847 735 742 .608 .589 .692 .703
LR PLT .630 .500 .823 .852 743 734 593 .604 .685 .695
NB 150 579 .468 779 .820 727 733 572 .555 .654 661
NB PLT 576 448 780 .824 738 735 537 559 .650 .654
NB - 496 562 781 .825 738 735 .347 -.633 481 .489
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