Link Detection

In order to improve the density of the ontology, the body of the definition is scanned and all words (not only those in braces) are considered as potential relations, if they fit a set of criteria.

Firstly, the word must be defined. Whereas words or phrases in braces can have a node created for them if they are not officially defined and do not match a definition, phrases outside of braces are only considered if they match a definition.

A sliding window of up to three words is maintained, consisting of three words unbroken by any of:

· a sentence boundary

· a keyword in the keyword-relationship mapping

· a relationship in braces

The sliding window is checked for the best match against any definition for lengths of one, two and three words long.

For phrases of only one word in length, a match is excluded if the word is three of fewer characters or matches a word in our computer science stop list. This is a list of words, each of which is defined or matches a definition, and is considered to be non-informative or misleading in the context of a definition for a computer science term. These were found by systematically checking detected links against the definition, with particular attention to relationships to words with many peers referring to it, while that word does not refer to many peers itself. If a word has a disproportionate number of peers for its definition, or if the relationships it created were obscure, the definitions were checked for how the word was used. If the majority of uses were as a function word or as part of a longer phrase that did not match a definition, it was put in the stop list.

After further experimentation, it proved worthwhile to infer a possible relationship from these stop words, rather than ignoring them. This was easily done as the keywords have precedence over all other word treatments. For words whose use as a function word could give a type to surrounding relationships, a mapping was made in the keywords file. The base weight assigned for most of these was weak, so that clearer keywords nearby could override them. For the HCI dictionary, the only words now treated as explicit stop words are language, time and speed.

Phrases are also excluded when matching at higher levels (ie case insensitivity and component stemming). When a match is made to an acronym, without the detected context being in acronym form, it is ignored. For example, one of the definitions is TERM [Technology Enabled Relationship Management] — any match from the strings Term or term are ignored.

Once a link has been detected and matched to a definition, the weight that would normally be assigned is penalized proportionally. Currently, if p is the weight of the phrase if it were in braces, ( (0, 1], the assigned weight will be p + (1 – p)*0.5, ( (0.5, 1]. Clearly links that are explicitly identified as related should be ‘stronger’ than those detected by the software.

Currently, only the relationship identified that yields a minimum weight is used in the ontology (for both explicit and detected links). In the future, duplicate links may be combined in some way, justified by the hypothesis that words mentioned multiple times in a definition are more strongly related.

In this discussion, a match, is determined in the same was as for both explicit relationships (i.e. those in braces) and for concept matching for model generation. 

{extract: TSP Report [more detail there]} The matching is done progressively (i.e. in stages), with the last stage optional. The last stage is optional because it uses the significantly slower substring match and sometimes makes obscure or incorrect matches. However, often the matches are incorrect only in that they should be separate concepts, joined by some relationship. That is, detail would be lost by merging them, which is why the alternative is to create a leaf when the link is explicit.

The stages are: 

1) Exact match

2) White-space trimmed

3) Replacement of any non-alpha-numeric sequence of characters with a single space

4) Case insensitive match

5) Component stem matching

6) Substring matching

Changes made to the query string at each stage are used as the query input to the next stage. For example, stage 5 matches using case insensitive stems of trimmed alpha-numeric sequences. Stages 2 and 3 usually only match when there are structural inconsistencies in the layout of the input. However, the changes they make are useful for the stemming stage. Hashtables similar to that used in the Indexer for component stem matching are created for stages 2, 3 and 4 to that matches there, too, occur in constant time.

A best match is the match that occurs at the earliest stage, or with the least edit [Levenshtein] distance at the same stage.

NLP

In looking for an NLP library, the main criteria were that it was in Java, was available for download and had no licensing issues. It also had to work – there are many "libraries" that are merely design architectures or that were still undergoing substantial development. There were two packages that seemed to fit these criteria quite well – OpenNLP and GATE.

OpenNLP is more of an architecture, but the grok library provides implementations for most of the interfaces defined in OpenNLP. While still in beta stages of development, the functionality desired was mostly complete and working. The packages for part-of-speech tagging, sentence detection, tokenisation and name finding were complete except for a few out of bounds bugs related to the recently implemented name finding. Category tagging and chunking could feasibly be incorporated into mecureo later, when they become more stable, which may help identify incorrectly classified relationships (or those that are unable to be classified) more accurately. That is, keywords found that don’t have an association with the relationship they classify could better be determined so that the relationship is not classified incorrectly. Currently a measure of confidence is determined and the relationship is weighted accordingly, but possibly with the wrong type (eg as a parent rather than a child).

GATE (or General Architecture for Text Engineering) is more mature, but again it is mostly an architecture (and was discovered a little after grok). GATE itself includes an architecture, a framework and a graphical development environment, but no included implementation. Some NLP aspects are implemented by third parties, but often there are other licensing issues. It was decided not to pursue GATE too intensely after grok was incorporated into mecureo.

After successful tagging of the dictionary format was achieved, dumps and logs of each definition were used to determine how best to use this new information. It was found that by only looking at certain types of tags for relationships during link detection there were fewer incorrect matches (for example where a base verb matched a definition). Other tags that are only sometimes unrelated (as determined by examining the debugging dumps) are given a penalty on top of the positional penalty (see parsing summary below).

Hard-coded rules were also incorporated to reflect patterns that could not be represented by existing parsing methods. For example when a definition starts as for

1.TR.6

        <networking, protocol> A {control channel protocol} for {ISDN}.  It is a national {standard} in Germany but is being replaced by {Euro-ISDN}.

In the first sentence, the only words that aren’t part of an explicit link are A and for, both of which have too many uses and contexts to form a keyword mapping. However, the obvious classification for control channel protocol is as a strong parent. To achieve this, a rule is implemented by checking how many significantly tagged words precede a link since the last <category>. ISDN remains ambiguous – depending on the human interpretation, it could be classified as a parent or a child. Regardless, there is not enough context for the parser to be sure, so it is classified as a sibling. 

For interest the ontology structure around 1.TR.6 is shown below in Figure 1. Note that the dotted link from Integrated Services Digital Network to 1.TR.6 exists because of a mention (one that is determined to be weak) for it exists in the definition for Integrated Services Digital Network. However, when a grow query is performed in this case, the path from Integrated Services Digital Network to ISDN and then to 1.TR.6 actually has less weight (because the synonym link has negligible weight), so the weak link is never used. Also note that the link between Euro-ISDN and 1.TR.6 is not a synonym, but a very strong sibling due to the key phrase "replaced by". This is evident in the RDF used for VLUM in Figure 2. 
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Figure 1 – The resulting ontology at a maximum depth of 1 from 1.TR.6

  <rdf:Description about="http://foldoc.doc.ic.ac.uk/foldoc/foldoc.cgi?query=1%2e%20TR%2e%206">

    <dc:Title>1. TR. 6</dc:Title>

    <gmp:results rdf:parseType="Resource" gmp:dataset="gmp:average" gmp:mark="0.000000"
gmp:reliability="0.000000"/>

         <gmp:peer gmp:peerType="parent" rdf:resource="http://foldoc.doc.ic.ac.uk/foldoc/
foldoc.cgi?query=Integrated%20Services%20Digital%20Network"/>

         <gmp:peer gmp:peerType="parent" rdf:resource="http://foldoc.doc.ic.ac.uk/foldoc/
foldoc.cgi?query=standard"/>

         <gmp:peer gmp:peerType="sibling" rdf:resource="http://foldoc.doc.ic.ac.uk/foldoc/
foldoc.cgi?query=ISDN"/>

         <gmp:peer gmp:peerType="parent" rdf:resource="http://foldoc.doc.ic.ac.uk/foldoc/
foldoc.cgi?query=control%20channel%20protocol"/>

         <gmp:peer gmp:peerType="sibling" rdf:resource="http://foldoc.doc.ic.ac.uk/foldoc/
foldoc.cgi?query=Euro%2dISDN"/>

  </rdf:Description>

Figure 2 – RDF for the node 1.TR.6 (only)

NLP Parsing Summary

Parsing is a complex process, made manageable by appropriate layering and low coupling. From top to bottom, here is a description of the NLP parsing process:

· foldocpos.POSParse.main(…)

· Processes and validates command line arguments (sets flags in various parsing classes)

· Creates a POSParser, calls parse(…) and writes the returned ontology to a file

· Generates and prints ontology statistics

· class foldocpos.POSParser extends foldocparser.Parser

· The non-NLP parser is subclassed and three methods are overridden for NLP functionality

· The matching algorithms and relationship constructors (ie for manipulating the ontology) are inherited from the old Parser

· foldocpos.POSParser.parse(file)

· log file writers and [GZIP] FileReaders for the dictionary are created

· a foldocpos.POSToker (tokeniser) is created from the dictionary reader

· a foldocpos.DictHandler (callback class) is created (to adapt the POSToker)

· each definition is parsed individually using:

· foldocpos.POSParser.definiton(word)

· Parsing state is reset

· Definition text if buffered and send to posparser.POSWrapper.parse(text, handler) with the DictHandler

· foldocpos.POSParser.token(foldocparser.Token, POSTag)

· This is a callback (called from the POSToker) for each token

· If the token is a <category> token, the current definition is placed in that category (and relationships are created to show this). Also the synonym state is reset, as this is also an indication that a new interpretation of the word has begun (ie if it has multiple meanings).

· If the token is a [web_ref] token, the contents are placed in the meta data for the current definition used to determine the URL for showing the definition text in VLUM.

· If the token is an .EndOfSentence. token, the current keyword and the current sentence tags are reset.

· If the token is a !keyword! token, its impact on the sentence is determined. If there is no current keyword it is made current, otherwise its strength and distance is compared with the current keyword. If use of the new keyword would result in a stronger relationship being created (regardless of type) then the current keyword is replaced.

· EndOfParagraph tokens are ignored as the always follow an EndOfSentence.

· If the token is a ~nothing~ token (eg a stopword) then it is ignored other than to affect synonym classification.

· If the token is a {relationship} (or `relationship`) token, the parsing state is examined. With link detection enabled, word that doesn’t fit into a category above causes a relationship token (although explicit links of more than one word are given a single token, rather than one for each word). Parsing state is checked in the following order (hlink is called at most once):

· If there have been no tokens (other than web_ref) since the last category, foldocparser.Parser.hlink is called with a synonym token subtype.

· If there have been no tagged tokens (ie no stopwords) then hlink is called with a weak synonym token subtype.

· If the relationship was an explicit cross reference, or if a detected word was tagged as a proper noun (NNP or NNPS), hlink is called with the current keyword, or a default (unknown sibling) keyword if there is none.

· If it is detected and tagged as a noun (NN or NNS), the keyword is weakened once before hlink is called.

· If it is detected and tagged as a third-person verb (VBZ or NNS) or adjective, the keyword is weakened twice before hlink is called.

· If it is otherwise tagged (conjunctions, prepositions, etc) hlink is not called.

· foldocparser.Parser.hlink(word, definitionNode, penalty, keyword)

· hlink first tries to match word to a definition.

· If it could not find a match, word is an explicit link and leaves are enabled (from the command line) then a node is created. Otherwise, it is ignored.

· If there is a match, the relationship is inserted into the ontology by creating an edge in the backing digraph (actually there are two digraphs – one has all edges reversed).

· The penalty adjustment pi is then updated (ie only if a relationship is created).

· foldocparser.Parser.matchAll(string)

· matchAll attempts to match string to a definition in the following way and in the following order, with the last allowed step determined by the command line parameters.

· exact match

· cached, previous non-exact match

· trimmed

· alpha-numeric and single whitespaces

· case insensitive

· component stem matching

· substring matching

· If there is no match, the sliding window is checked for matches. That is, matchAll is called again using string with its preceeding word prepended, then with its preceeding two words prepended.

· If there was a match at any allowed depth it is returned, placing the match in a cache if it was not an exact match.

· class posparser.POSWrapper

· This class contains static methods to encapsulate the NLP ( XML ( tokens procedure.

· A static instance of posparser.GetPosDoc is maintained which is used to do the NLP parsing, and of org.xml.sax.SAXParser to do the XML parsing with callbacks.

· posparser.POSWrapper.parse(input, callbacks)

· the GetPosDoc is used to process input, returning a opennlp.common.xml.NLPDocument

· the NLPDocument is adapted to an org.xml.sax.InputSource and callbacks are registered

· the input source is then parsed

· class posparser.GetPosDoc

· when this singleton is created, an opennlp.common.Pipeline is created using the preprocessed NLP parsing files for English sentence detection, tokenisation, part-of-speech tagging and name finding (ie to determine proper nouns). This takes up to a minute. The other parts of the NLP library (chunking, category tagging and multi-word expressions) are currently not used because they are still in development (MWE), or not yet necessary.

· when is asked to process a definition it is passed to the pipeline, with exceptions handled appropriately, returning the NLPDocument.

· class foldocpos.DictHandler extends org.xml.sax.helpers.DefaultHandler

· DictHandler interprets the XML-style tokens returned by the XML parser back into NLP-like (definitions, sentences, words, tags) and performs more appropriate callbacks on a foldocpos.DictAdapter (providing endOfDefinition(), endOfParagraph(), endOfSentence(), word(string, tag)). Unfortunately there was no way to get this information directly from the NLPDocument, as it is backed entirely by XML.

· class foldocpos.POSToker extends foldocpos.DictAdapter

· Mecureo’s part-of-speech tokeniser accepts callbacks from the XML parser via a DictHandler

· A current phrase is maintained so that foldocparser.Tokens consisting of combinations of NLP tokens can be returned.

· When created, keywords and stopwords are loaded from files.

· foldocpos.POSToker.word(string, tag)

· When the POSToker receives a word, the bracketing state is checked and updated depending on whether the word is within braces {}, angled brackets <>, square brackets [] or otherwise. Warnings are given when inappropriate nesting is detected, but they are prioritised in the listed order so that recovery does not become an issue.

· Words received between entering and exiting a brace state are returned as a single explicit relationship token.

· Words received between entering and exiting an angled bracket state are split into tokens separated by commas (if present) and returned as category tokens.

· Words received between entering and exiting a square bracket state (usually representing a single number) are returned as web_ref tokens.

· Other words are first checked to see if they match a keyword. Or, if the previous word matched an invalid type in the keyword-relationship mapping, the words are concatenated and then checked. If there is a match, the keyword token corresponding to that key is returned.

· If there is no keyword match, it is checked as a stop word. If it is, the nothing token is returned.

· If it was not a keyword or stopword, it is returned as a detected token in the hope that it may compose a match to a definition.

· class foldocpos.FOLDOCReader

· This class sits between a java.io.LineNumberReader and the NLP parser (Pipeline).

· In typical java fashion, the layering during execution is shown in Figure 1.

· This achieves the following:

· It splits the dictionary up into individual definitions by simulating End Of File tokens (so they may be feasibly buffered, and to avoid the NLP parser getting stuck with no visible progress).

· It removes most symbols, converting those required by foldocpos.POSToker into strings that do not affect the NLP parser. This is necessary because it was often found that some text formulae and symbols (eg "<=", in the context of less than or equal to) caused the NLP parser to crash or behave incorrectly.

· It neatens the text by isolating paragraphs and converting to a single line, removing superfluous spaces and inserting spaces at various points to force certain types of tokens to be returned (eg before a full-stop).

· It checks for the strings "e.g." and "i.e.", converting them to "eg" and "ie" so that these are sure to be picked up and not misinterpreted as sentence transitions (which occurs sometimes, but not all the time). These are treated specially because they are an important keyword for link classification, and if they are missed, the following relationships will invariably be unclassified altogether because they will be seen as being in an isolated sentence.

· It also allows recovery, by skipping definitions should the NLP Parser fail on a particular definition. This no longer occurs even once while parsing FOLDOC or the HCI dictionary.
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Figure 4 – Token Heirarchy (M_ stands for “mask”)

Figure 5 - Current Keywords file (to be extended with more FOLDOC terms)

#parent means current defn is a #parent of next keyword

#child means current defn is a child #of next keyword

#invalid is used to check keywords #with more than one word in them

compare:
very dissim

variant:
strong child

version:
strong child

see:
very sibling

is:
normal child

replaced:
very sibling

as:
invalid

as in:
normal parent

developed:
strong parent

at:
weak parent

by:
normal parent

using:
strong child

e:
invalid

e.g.:
very parent

eg:
very parent

any:
invalid

any of:
strong child

for:
normal child

like:
normal parent

manufacturer: strong parent

extension:
strong child

compatible:
strong sibling

has:
weak parent

had:
weak parent

archetypal:
very child

uses:
normal parent

used:
normal parent

under:
normal child

derived:
strong child

possibly:
normal parent

taught:
strong child

introduces:
strong sibling

based:
strong child

requires:
normal parent

implementations: normal parent

subset:
very child

known:
very sibling

central:
strong child

example:
normal child

examples:
normal parent

include:
strong parent

opposite:
strong dissim

opposed:
very dissim

analogous:
very sibling

recommended:
weak child

assumes:
normal child

requires:
strong child

qualifying:
very child

corequires:
strong sibling

prohibits:
strong dissim

teaches:
normal parent

# keywords for HCI dictionary extensions

related:
strong sibling

subcategories: very parent

help:
normal child

coordinating:
normal child

collaborative: normal sibling

over:
normal parent

providing:
strong parent

artifact:
strong parent

holds:
normal parent

useful:
strong child

features:
strong child

controlled:
strong child

allows:
normal parent

despite:
normal dissim

require:
normal child

capture:
normal parent

indicating:
normal parent

affect:
normal child

optimal:
normal parent

representation: normal child

actual:
normal child

typical:
strong child

confirm:
normal child

influence:
strong child

provide:
normal child

corresponding: strong sibling

records:
strong parent

record:
strong parent

typically:
normal parent

intended:
normal child

intention:
normal child

approach:
normal child

suggests:
normal parent

given:
normal child

certain:
normal child

improve:
normal child

improving:
normal child

helping:
strong child

measure:
normal child

associated:
strong sibling

originally:
normal child

referred:
normal sibling

refers:
normal sibling

means:
normal child

reflect:
normal child

involved:
normal child

determine:
normal parent

called:
normal parent

continuation:
normal child

common:
weak child

involve:
strong parent

involves:
strong parent

type:
normal child

needing:
strong parent

expands:
strong child

mechanisms:
normal child

mechanism:
normal child

particularly:
normal parent

traditionally: strong child

support:
strong child

guide:
weak child

represent:
normal parent

handle:
normal parent

method:
normal child

refined:
strong child

special:
normal child

indicates:
normal child

technique:
strong child

standard:
strong child

principle:
normal child

#unsure keywords from HCI

capability:
normal parent

control:
normal parent

similarly:
strong sibling

automated:
normal parent

automatically: normal parent

identify:
normal parent

identifies:
normal parent

convention:
normal child

design:
normal parent

designers:
normal parent

designing:
normal parent

designed:
normal parent

custom:
normal child

studies:
normal parent

form:
normal child

enables:
normal parent

tool:
normal child

appears:
normal parent

#more keywords from FOLDOC

started:
normal child

wanted:
normal parent

limited:
normal child

wanted:
normal parent

original:
normal child

refer:
normal sibling

represents:
normal child

names:
normal parent

series:
normal child

predecessor:
strong parent

successor:
strong child

runs:
normal parent

term:
weak sibling

came:
normal child

shift:
weak parent

introduction:
normal parent

available:
normal child

depends:
normal child

acquired:
strong parent

merged:
strong sibling

extension:
strong child

interactive:
normal child

ease:
invalid

ease of:
normal parent

cost:
normal sibling

from:
normal child

meaning:
normal parent

normal:
normal child

system:
normal child

provides:
normal parent

introductory:
strong child

grasp:
normal parent

gain:
normal parent

with:
normal parent

introduced:
strong parent

stored:
normal parent

included:
strong parent

supporting:
strong parent

ports:
normal parent

released:
strong sibling

named:
normal child

after:
normal child

tracks:
normal parent

detect:
normal parent

keeps:
normal parent

#pseudo stop-words

external:
weak parent

furthermore:
weak child

data:
weak child

instruction:
weak parent

access:
normal parent

on:
weak child

Figure 6 – Stoplist with a few non-keyword CS extenstions
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Figure � SEQ Figure \* ARABIC �3� - Object layering during parsing (the arrow indicates conversion to a String from GetPosDoc, emboldened classes are my own, containment indicates that one or more instances exist in the enclosing scope)
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