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Abstract:
This report discusses the features of a project designed to aid the Smart Internet Technology Research Group by creating an accurate ontology of the field of computer science along with tools to use it for a variety of applications. Its aim was to produce an easy and automatic way to provide a quantitative evaluation of different entities in the field of computer science using a common domain. The project also aims to provide a framework to facilitate the representation and comparison of different entities in the computer science field. This report discusses the process used in the development of this project and the context it is used in, as well as an evaluation of how effective the development process was.
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Project Introduction:

The basis of the project is the creation of a thorough (yet easily filterable) ontology for the field of computer science through the extraction of data from an information source. The main information source in this case was a freely available computer science dictionary, but it is possible for the project to process any information source in the same format. The bulk of the project is concerned with the representation of the ontology and the facilities required to query and manipulate it so that it may be used for things such as modelling, comparing, evaluating and visually representing entities in the field of computer science such as people, syllabi, research and emails to name a few.
Product Description:
The final product can be divided into five broad modules, or packages. The first package (foldocparser) deals with parsing a computer science dictionary in order to create an ontology with appropriate relationships between the words. The second package (hashgraph) deals with the representation of this ontology, as well as the results of processing the queries done on the ontology (such as subgraphs of the initial graph representing the dictionary). The third aspect is the querying itself, the processing of which is handled in hashgraph package (ie by merging graphs and forming subgraphs), with the basic commands and parameters being sent from the interface package. From here, the logical progression (from Input ( Representation ( Processing) is output, so the fourth package deals with outputting the graph to different formats, currently RDF
 (for VLUM
) and DOT
 (for the dot graph visualisation tool from AT&T labs) are supported, with a range of formatting options. The final module (foldocui) deals with the interface – a graphical user interface that provides access to the querying tools and basic management of the graph representations.
The Parser (package foldocparser)
The foldocparser package is further subdivided through the use of classes. The Token class represents a token from tokenizing the dictionary input. Tokenizer tokenizes the dictionary (from an input stream to Tokens) for the parser. Parser converts tokens from the tokenizer into a graph (specifically, a HashGraph, described below). The final class is executable (ie has a main) and it is used to set up the input streams and get parsing options from the command line. It then saves the graph created to disk in the serialized format of the graph (which could not be java.io.Serializable for reasons described in the details of the HashGraph) – this avoids parsing the entire dictionary each time the interface is loaded (which takes a couple of minutes for the 4.65MB dictionary). There are also functions that analyse the output of the tokenizer/parser for testing and statistical purposes, as well as to analyse the feasibility of the FOLDOC
 dictionary for the generation of the ontology before development proceeded (see process).
class Token

The Token class is quite simple – it either represents a dictionary entity, a relationship between entities, or a control element. A dictionary entity can be a word, returned before the beginning of a definition, or a category; these become the nodes in the graph. A relationship token represents a relationship between the 'current' definition and another entity; these become the links in the graph. The relationship is quantified by a relationship type (parent/child, sibling, dissimilar, category or synonym), direction (when one is logically a parent, regardless of which is the 'current' definition) and strength (a discrete measure – weak, normal, strong or very strong). A control element is one of 'End of Definition', 'End of Sentence' or 'End of File'. Tokens also determine the base cost (or weight) of a link in the graph – derived from the type and strength – which is easily altered by changing some constants.
class Tokenizer

The Tokenizer class, is quite complex – it generates Tokens from the textual input of the dictionary. It is complex because of the informal syntax of the dictionary and even does a small degree of natural language processing in order to give meaning to the links in the graph. Its task is a little easier due to a certain amount of formality in the dictionary – words about to be defined start in the first column and all other lines are preceded by a tab (or are blank).

In addition, mention of significant words are in curly braces {}, when they are significant. The latter is important: for example there is a definition for 'as', a fairly common word in the dictionary – "as in <examples>" is a recurring pattern in definitions – so links can generally not be assumed for any word that appears in the body of a definition, which is also a definition, in this way. Categories are identified by angle brackets <>, as a comma separated list inside the brackets. Any word that is not a link or a category is checked for being a 'keyword' to see if meaning can be given to the links that follow it in the same sentence. 
However, these patterns identified in the dictionary are not adhered to exclusively – often web links and other references to things outside the dictionary are given similar formatting and '<' is often used as 'less than' in code fragments and mathematical formulae used in the definition bodies. For this reason, the tokenizer needs to be quite robust, and it is – never missing the beginning of a definition or formal link (these are 'recovery points' if the tokenizer gets confused) anomalies passed on by the tokenizer are handled by the parser (it is able to make a decision about them because it knows about the entire dictionary through a 'preparse', and the context). It's strange to talk about a tokenizer in this way, however this is necessary to formalise the free form of the dictionary in order to give some semblance of a well defined language to the parser.
Line numbers are also tracked so that anomalies can be reported to the console to identify what might be ignored due to a syntactical inconsistency that shouldn't be ignored (such as typographical errors in category names), and so the problem can be amended by editing the input (with 164,248 lines in the dictionary they would otherwise be quite hard to find). This also extends well to the possibility of providing input other than the FOLDOC dictionary to the product – possibly other dictionaries in a similar format or hand written input specifically for the facilities provided by the project (see Listing 1).
Listing 1 - sample non-FOLDOC input

COMP1001

{Introductory Programming} <first-year CS> corequires {MATH1003} {MATH1004}. assumes


{3U Maths}. prohibits {COMP1901}. teaches {computer programming} {Blue}


{object-oriented programming}.
COMP1901


{COMP1001} <advanced, first-year CS>.

COMP1002

 
{Introductory Computer Science} <first-year CS> requires {COMP1001}. prohibits


{COMP1902}. teaches {parsing} {correctness} {efficiency} {scalability}.
COMP1902


{COMP1002} <advanced, first-year CS>.

COMP2001


{Computer Systems} <second-year CS> requires {COMP1002}. prohibits {COMP2901}. teaches 
{computer hardware} {machine principles}
COMP2901

{COMP2001} <advanced, second-year CS>.
COMP2002


{Design and Data Structures} <second-year CS> requires {COMP1002}. prohibits 
{COMP2902}. teaches {class libraries} {data structures} {list} {array} {tree}.
COMP2902


{COMP2002} <advanced, second-year CS>

The keywords the tokenizer identifies and the relationships they define are easy to change, and can be specific to an input such as Listing 1. This is simply read in from a file (keywords.txt) in the current working directory. The BNF
 grammar is quite simple, shown in Listing 2. For example, for the input in Listing 1, one might use the keywords.txt in Listing 3.
Listing 2 – keywords.txt BNF grammar


<Keywords>
 ::= { <comment> | <item> \n }


<comment>
 ::= # <any text except '\n'>

<item> 
 ::= <keyword>:  invalid | <definition>

<definition> ::= <strength> <type>

<strength> 
 ::= weak | normal | strong | very


<type> 
 ::= child | parent | dissim | sibling 
Listing 3 - keywords.txt for Basser subjects

#keywords.txt for Basser subjects
recommended:
weak child

assumes:
normal child

requires:
strong child

qualifying:
very child

corequires:
strong sibling

prohibits:
strong dissim
teaches:
normal parent
class Parser
The parser interprets tokens returned from the tokenizer and constructs a weighted digraph from them, subject to a set of parameters. Parsing can optionally be restricted to a subset of the categories, read in from categories.txt in the current working directory or a file specified on the command line, in which case only nodes in those categories are included in the graph (an unrestricted category set will also include nodes with no category). There is also an option wether to allow 'leaves'; that is, references to words that do not appear as definitions (the graph generated from FOLDOC with leaves has about 60% more nodes than the one without). However, allowing leaves can have some strange results, such as nodes that are a www location. Warnings can be disabled or enabled, in which case errors (with line numbers) are reported for rejected category links, null-string links and rejected node links (ie leaves, when not allowing them) – this allows the input to be debugged and validated against the behaviour that may result.
The parser also determines the link cost to use. To this end, the parser keeps track of the strongest keyword preceding a link in the same sentence and the number of links already found in the current definition. One of the patterns discovered in FOLDOC was the identification of synonyms, which appear as the first link in a definition and have no words preceding it, and this is picked up by the parser. There is also a (mathematical) function to determine the final weight assigned to a link, derived from the link strength and type (giving a base weight), and the location of the link in the definition – assigning less 'cost' to a link that appears earlier in the definition or with a greater strength (see details).
The Weighted Digraph (package hashgraph)
classes HashGraph, Node, Link
This was an extension from a portion of my Design and Data Structures project which was a structure for a weighted graph (essentially the minimum required to implement Dijkstra's algorithm
). About twenty percent of the code in this package originates from the old project, which provided a representation of nodes (with IP addresses) and weighted, undirected links between them. It was extended to cater for directed links and links of different types (eg sibling, parent, dissimilar or child relationships), node weights (which represent query certainty), merging of graphs (and different ways to combine the weights), finding the intersection of two graphs, finding subgraphs (based on a query), serialisation and deserialisation. There were also some efficiency improvements, such as early exit conditions from queries.
The node weight is usually the labelling assigned to a node from an execution of Dijkstra's algorithm from a 'query' node. This allows query results to not simply reflect the number of links away, but the cost from getting between the query node and other nodes in the subgraph. A reference to the Token used to create a link is kept, as this provides access to information regarding its type, which can be used for more intelligent querying. A backward pointer to any node referencing this node (eg as a child) is also stored – allowing easier traversal of the graph, and more efficient searching algorithms (eg for removing a node).
Generating subgraphs
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Subgraphing involves finding all nodes within a certain 'distance' from a query node. The distance from one node to all others is a side effect of Dijkstra's algorithm; however a lot of execution time is saved by specifying a maximum cost and not expanding nodes further away than the query distance. The priority queue used for Dijkstra's algorithm is a pairing heap, from [
], chosen because it provides constant amortised time cost for insert and decreaseKey operations and logarithmic amortised time cost for deleteMin. A HashGraph is returned that is a deep copy (except for the label Strings) of the nodes within the specified distance, and all the links between them that were in the original graph. A deep copy is required so that a graph can be re-queried.
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Merging graphs
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Merging involves taking two graphs and combining them, either by taking the intersection of their node sets, the union of their node sets, or a 'combination'; and then retrieving all links that can still be represented in the merged graph from each of the input graphs. The intersection is implemented by copying nodes that are in each graph into a new graph – it was a simple starting point as it allows an easy interpretation of the node costs: they are added together in the merged graph. The union is also simply implemented, mainly due to the HashGraph already enforcing 'set' behaviour so there are no duplicates; the costs are ignored for the union.
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The 'combination' is a little more complex. It takes two additional arguments (other than the two graphs), which are values for 'infinity' for the left and right graph arguments respectively. 'Infinity' is the cost added to an existing cost if a particular node exists in only one of the input graphs; otherwise the cost from each graph is added as in intersection. This treatment implies a minimum value of 'infinity' to be the maximum (cost) depth of the input graphs and in most cases this is quite small (2.0 often works well), so infinity is a bit of a misnomer. The reason for the two values is due to the situation where one may wish to merge more than one graph. Here the merge can be done in stages – two graphs at a time, each time merging the previous output with the next graph and accumulating the value of infinity for the right argument, while keeping the left argument's infinity constant. Note that the depth of the input graphs are normally mutually equal to the 'distance' limit of a subgraphing operation so the infinity is most often accumulated in 2*'distance' steps. The node's source (left, right or both) is also recorded to provide clustering information to the output formats.
Two nodes are equal is they have the same parents and same children. For non-directional relationships (sibling, etc.) the definition that the link came from is arbitrarily assigned as the parent in the graph representation (although the type is not lost and propagates to the output formats). For the purposes of combining graphs, the link weight is ignored (ie unchanged and not examined). In any situation where two subgraphs of the same graph are merged (which is the usual pattern for queries) the link weights of two 'equal' links will also be equal, so a link weight used may be chosen from these arbitrarily.
Serialisation
Java's usual "implements java.io.Serializable" serialisation could not be done for HashGraphs for a few reasons. The primary reason is due to the recursive way references are serialized when using this method – a stack overflow would quickly result for any graph of a substantial size. The verbosity of the serialized from is also prohibitive due to size limitations (it would actually turn out larger than the original dictionary). In addition, it is quite slow and does not provide a way to give a progress indicator as feedback for a user interface.
Serialisation of a HashGraph involves first writing a (UTF
) string table of all the node labels mapped to identifiers – 32-bit integers (20,000 nodes in FOLDOC is a little too close to the 16-bit limit for comfort, and the data structure is certainly scalable beyond this). Nodes are then output as their identifier, cost, size and a list of their links; each of which includes child, parent, weight and Token flags (type). Deserialisation is simply the inverse operation, with 'posts' to a user interface element to indicate the progress.
Querying
Once there was an initial graph representing an ontology, we wanted a way to query this graph to generate a model of some arbitrary input. In the case of the graph generated from FOLDOC, the ontology is a representation of the field of computer science and the models generated can represent a variety of computer science entities. Once the models are generated, we also wanted a way to compare them. For example, we may query the ontology using an email, then compare the model created against models created for a number of mail folders to find the folder the email is most likely to be placed in.
Keyword searching
There is an issue that needs to be resolved when it comes to generating a (sub)graph from arbitrary input, and that is how to extract the keywords. The terms defined in the ontology are often quite specific and case is usually significant. For example, proper nouns and acronyms have a capitalisation that adds to their meaning, and terms are very often made up of a number of words. To get around the number of 'misses' that would result, a sophisticated pre-processing of input would be required – matched up against a word list to find the best match. This task is beyond the scope of this project.
However, to show the potential, a simple scanning tool is provided that tokenises input as individual words or quoted strings and searches for substrings in a case insensitive way among the node labels (terms). The input can be a list of words or simply some arbitrary text, such as an email. This is slow (substring indexation could speed it up) and often turns up many matches, but these are sorted in order of 'best match' – based on a simple heuristic. Currently, it is up to the user to select the matches that best relate to the context – often simple words (such as 'as') turn up often which would skew the results, although some simple filters can be implemented to help minimise this effect (eg a minimum number of characters). Some sophisticated natural language processing would be required to achieve the best results.
Filtering
Before querying, the graph can be filtered so that queries may be done on a subset of the original ontology – this is mainly accomplished through the use of categories. Category nodes are distinguished in the graph by starting with a special character (currently '-') and category links have no cost, so it is a simple procedure to generate a subgraph with a maximum distance of zero from a category node. For example, generating a subgraph in FOLDOC with "-programming" with zero cost will generate a graph restricted to terms in the programming category
 (there are currently 606).
It is also a simple step to then merge two categories. Two (or more) categories generated as above, can simply be merged (with an 'infinity' of zero) to combine them. For example a query can then be done in the 'programming' and 'language' categories. There is also a way to retrieve links that may exist between two subgraphs, (removed when the subgraph was created) from another graph (eg their common parent). The technique for accomplishing this (ie selecting the graphs) is done with the user interface.
Automatic generation

A facility is provided to automate the subgraph/merge process for arbitrary textual input. This input can be the original entity that is being modelled (eg an email) or it can be based on keywords selected after a keyword scan (described above). After providing values for 'distance' and 'infinity', the input is tokenised (words or quoted strings) and each token for which there exists a node in the current graph has a subgraph generated from it, with a maximum depth of distance. The resulting subgraphs are then merged using (accumulated values of) infinity. Generally, an 'infinity' that is twice the distance works well for generating a model. The node costs resulting from the model are equal to the sum of costs in subgraphs where the node exists, plus infinity multiplied by the number of subgraphs in which it does not exist. After generating a model in this way, the costs are easily normalised and a search for extra links is done using the original graph.
The resulting model is also a graph, so further queries can be done on it, including generating another 'sub-model' or merging with another model. Two models can also be easily compared through a merge operation. Executing a merge with a high value of 'infinity' makes a clear distinction between nodes that are common between two models and those that are unique to one or the other. The merge operation also indicates in the node which graph the node came from (or if it was in both) so the nodes are easily clustered into these three categories. It can also then be saved (serialized) or output to one of the currently supported output formats.
Output Formats (package outputter)
This package contains methods for outputting a HashGraph to other formats and tools to put a HashGraph into a form suitable for that output. Currently output to RDF for VLUM and DOT output for the dot graph visualization tool are supported. Required to prepare the graph for these formats is a normalization process, which also interprets the 'cost' of the nodes (and links) to the parameters specific to the output formats (mark, reliability, line style, colour, etc), and a serial number generation process.
RDF Output

The RDF output is in RDF syntax, a subset of XML, specifically for input into the VLUM visualisation tool. The output for this format includes the appropriate RDF headers and tags, number formats, labels and peers. Each node is given a title (its label), a 'mark' (a colour derived from node cost or clustering), a 'reliability' (the node cost), and a set of peers (links).
Because the format only provides for node weights, and not link weights, meaning can only be given to the reliability if the graph represents a query (subgraph) that indicates the reliability of the match to the query. VLUM itself derives link costs in a discrete way, based on the number of links required to traverse the graph between nodes. Peers are also unidirectional – links both forwards and backwards are processed into the peers to reflect the relationships to maintain consistency. The format is currently limited to 1024 nodes, simply because more nodes are too big a strain on the visualisation algorithms and animations.
Listing 4 – (partial) RDF listing (basser.rdf) generated from Listing 1
(see appendix for a screenshot of this file loaded into VLUM)

<?xml version="1.0"?>

<rdf:rdf

  xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

  xmlns:dc="http://purl.org/metadata/dublin_core/"

  xmlns:gmp="http://www.gmp.usyd.edu.au/schema/resources/">

  <rdf:Description about="000">

    <dc:Title>3U Maths</dc:Title>

    <gmp:results rdf:parseType="Resource" gmp:dataset="gmp:average" gmp:mark="0.080310" gmp:reliability="0.080310"/>

    <gmp:peer rdf:resource="002"/>

  </rdf:Description>

  <rdf:Description about="001">

    <dc:Title>Blue</dc:Title>

    <gmp:results rdf:parseType="Resource" gmp:dataset="gmp:average" gmp:mark="0.017024" gmp:reliability="0.017024"/>

    <gmp:peer rdf:resource="002"/>

  </rdf:Description>

  <rdf:Description about="002">

    <dc:Title>COMP1001</dc:Title>

    <gmp:results rdf:parseType="Resource" gmp:dataset="gmp:average" gmp:mark="0.423392" gmp:reliability="0.423392"/>

    <gmp:peer rdf:resource="020"/>

    <gmp:peer rdf:resource="001"/>

    <gmp:peer rdf:resource="003"/>

    <gmp:peer rdf:resource="004"/>

    <gmp:peer rdf:resource="012"/>

    <gmp:peer rdf:resource="000"/>

    <gmp:peer rdf:resource="011"/>

    <gmp:peer rdf:resource="015"/>

    <gmp:peer rdf:resource="010"/>

  </rdf:Description>

(snip)
</rdf:rdf>

DOT Output
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The dot language can be quite descriptive and the output can easily be extended to cater for different levels of detail and to describe different properties of the graphs. This output is designed to be fed into the 'dot' program to generate a graphical version of the graph that is represented. The program is essentially a layout tool, with very flexible output. The most basic output gives each node its label and indicates its links to other nodes with directed arrows between them. A node can be given further detail such as clustering, strict vertical ordering, colour and shape which can be used to indicate the source for a merge (eg show how two models intersect), an hierarchy (eg increasing node cost) or a type (eg to show categories as nodes). Links, too, can be given further detail such as a label (this could be the link cost, although this would quickly cause clutter), line style, arrowheads and colour (to indicate link type and strength).
The dot output is even more limited in terms of the number of nodes that can be handled. There is an extremely high processing overhead for the layout algorithm, but on top of this, the output image can easily exceed legal dimensions of that format, not fit in memory, or simply be too cluttered to make any sense. VLUM doesn't suffer as badly from these problems due to its unique visualisation, while dot starts to get cluttered around the 150 node mark and exceeds legal dimensions around the 400 node mark. To get around this various filters have been implemented to restrict the number of nodes in the output, based on heuristics such as the number of children and the total number of links in and out of the node.
The dot program also has a non graphical output called 'attributed dot' that reproduces the input with layout information. This could then be used in a graphical user interface for manipulating the graph (eg a user could drag a node to reposition it). Graphical formats supported by the dot program include a range of raster and vector formats such as GIF, PNG and PS, as well as ASCII art.
Listing 5 –DOT listing (basser.dot) generated from Listing 1
digraph G {

  g -> r[style="dashed"] ; g -> n[style="solid"] ; g -> t[style="solid"] ; g -> f[style="solid"] ; g -> o[style="dashed"] ; g -> s[style="solid"] ; g -> p[style="solid"] ; g -> q[style="bold"] ; m -> e[style="solid"] ; m -> z[style="solid"] ; m -> v[style="dashed"] ; m -> w[style="bold"] ; m -> u[style="solid"] ; m -> x[style="solid"] ; m -> ab[style="dashed"] ; m -> y[style="solid"] ; e -> k[style="solid"] ; e -> g[style="solid"] ; e -> j[style="dashed"] ; e -> l[style="solid"] ; e -> i[style="solid"] ; e -> d[style="solid"] ; e -> h[style="bold"] ; c -> bb[style="solid"] ; c -> eb[style="bold"] ; c -> db[style="solid"] ; c -> e[style="solid"] ; c -> b[style="solid"] ; cb -> m[style="bold"] ; cb -> bb[style="bold"] ; cb -> c[style="bold"] ; cb -> u[style="bold"] ; fb -> d[style="bold"] ; fb -> bb[style="bold"] ; fb -> u[style="bold"] ; fb -> f[style="bold"] ; gb -> d[style="bold"] ; gb -> g[style="bold"] ; gb -> f[style="bold"] ; gb -> e[style="bold"] ; d -> e[style="bold"] ; f -> g[style="bold"] ; u -> m[style="bold"] ; bb -> c[style="bold"] ; 

  b [label="computer hardware"];

  d [label="COMP1902"];

  f [label="COMP1901"];

  e [label="COMP1002"];

  g [label="COMP1001"];

  j [label="scalability"];

  h [label="Introductory Computer Science"];

  r [label="Blue"];

  u [label="COMP2902"];

  cb [label="-second-year CS"];

  bb [label="COMP2901"];

  m [label="COMP2002"];

  c [label="COMP2001"];

  p [label="computer programming"];

  ab [label="array"];

  i [label="correctness"];

  fb [label="-advanced"];

  k [label="parsing"];

  z [label="class libraries"];

  gb [label="-first-year CS"];

  w [label="Design and Data Structures"];

  o [label="object-oriented programming"];

  eb [label="Computer Systems"];

  v [label="tree"];

  q [label="Introductory Programming"];

  db [label="machine principles"];

  s [label="3U Maths"];

  y [label="list"];

  l [label="efficiency"];

  t [label="MATH1004"];

  n [label="MATH1003"];

  x [label="data structures"];

}

Interfaces (package foldocui)
Graphical user interface
The graphical user interface is a Java application that is essentially a graph management and querying tool. An applet was considered but was deemed unsuitable because of the large sizes of the input files (the serialised FOLDOC graph with leaves is a little over 3MB) – loading this data from an internet location each time would be inefficient, however conversion to an applet is still a possibility for querying smaller graphs.
The GUI provides graph management facilities in the form of loading and saving (serialised) graphs and selecting them. Multiple graphs can be loaded at once, and there is a panel that shows the currently loaded graphs. Selecting a graph from this panel activates it for the next query. A graph can be loaded from a file on disk into the panel, with a progress bar shown (loading the 3MB graph takes about twenty seconds at uni). All query results are automatically put into the panel, with a user specified name. All file selections (load/save) are done using the JFileChooser. Any graph can be saved to a file, and then reloaded for a subsequent program run.
Another panel shows all the category names. Clicking a category name will list the nodes from the active graph in that category. This was originally simply to list nodes in the large graphs, without generating an extremely long string (that sometimes caused a stack overflow). The categories are loaded from categories.txt in the CWD, and subgraphs can be generated from them by prepending '-' to the category name (this is because some categories are also defined nodes themselves).
Access to all the querying functions is also provided, with prompts for the output graph name, and values for maximum distance and 'infinity' when required. A merge is done first by selecting a graph in the top left panel, then clicking 'Merge' which prompts the user to select a second graph in the graph panel. Automatic generation can use either the text panel (right) an input or a text file can be specified and read from disk. Output to DOT or RDF is accomplished by selecting a graph and an output file using the JFileChooser. The nodes in the graph can also be listed, sorted by their currently assigned cost (also shown).
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Context Description:
This project touches on a variety of different context areas. The primary focus is on ontologies – how they can be created, represented and used to facilitate the representation of other things, related to that ontology. To facilitate this, and to link it all together, other areas such as user modelling, artificial intelligence, information visualisation and natural language processing were touched upon. The aim was to produce a tool that could be used to represent 'things' in the domain of computer science; show how they are composed and the links that exist in the composition, and also to be able to compare two 'things' using a common domain for comparison. FOLDOC4, the dictionary from which the ontology was extracted, gives the following definition of 'ontology':

Ontology

1. <philosophy> A systematic account of Existence.


2. <artificial intelligence> (From philosophy) An explicit formal specification of how to represent the objects, concepts and other entities that are assumed to exist in some area of interest and the relationships that hold among them. 


For {AI} systems, what "exists" is that which can be represented.  When the {knowledge} about a {domain} is represented in a {declarative language}, the set of objects that can be represented is called the {universe of discourse}. We can describe the ontology of a program by defining a set of representational terms.  Definitions associate the names of entities in the {universe of discourse} (e.g. classes, relations, functions or other objects) with human-readable text describing what the names mean, and formal {axioms} that constrain the interpretation and well-formed use of these terms.  Formally, an ontology is the statement of a {logical theory}.


A set of {agents} that share the same ontology will be able to communicate about a domain of discourse without necessarily operating on a globally shared theory.  We say that an agent commits to an ontology if its observable actions are consistent with the definitions in the ontology.  The idea of ontological commitment is based on the {Knowledge-Level} perspective.


3. <information science> The hierarchical structuring of knowledge about things by subcategorising them according to their essential (or at least relevant and/or cognitive) qualities.  See {subject index}.  This is an extension of the previous senses of "ontology" (above) which has become common in discussions about the difficulty of maintaining {subject indices}.


(1997-04-09)

So, the purpose of this project is to create an ontology for the area of computer science, along with tools to use it.
The existence of such an ontology, with appropriate tools, gives the research group a way to represent the entities they are working with using a common domain. This makes it useful in the field of artificial intelligence. For example, it makes it possible to compare models generated from an email, say, and compare it to models generated for email folders in order to feed additional information into a machine learner trying to classify the email into one of the folders. It would also be possible to compare two people based on their common interests or compare a person to models for research groups to decide where they best fit.
This project also provides output formats that can be used to visualise the models that it can represent. This makes it useful in the fields of user modelling and information visualisation. For example, the models generated can be output to a drawn graph using DOT3 allowing its structure to be easily seen. Or, if it very large, VLUM2 can be used, which provides an interactive visualisation that demonstrates the structure by 'honing in' on a particular point and showing things in the near vicinity more clearly.
There are a large number of ontologies already in existence, but all the ones I was able to find tended to be too broad or unrelated to computer science. For example, Princeton University maintains WordNet
, "an online lexical reference system whose design is inspired by current psycholinguistic theories of human lexical memory", which models an ontology of the English language linked by synonym sets that underlie the lexical concepts. At the other end of the scale, there is a library called ThoughtTreasure
, available under the GNU GPL, which allows you to ask it a question such as "Who created Bugs Bunny?" and have it reply "Tex Avery created him." However, there was not a readily available ontology well suited to the task of representing entities specific to computer science, such as people (along the lines of their interests), subjects (using a syllabus) or research papers.
I also found that the tools used to manipulate and represent ontologies were not very good. There is OIL-ed and its successor SOEP
, which have clunky interfaces and only allow an ontology to be created and modified, but not queried, and fall over when the ontology gets very large because they make use of RDF1 as the representation for the ontology. This also means that the representation results in a fully qualified path name and an anchor for each element in the ontology.
The user modelling aspect comes from the ability for the project to easily generate and represent a user model. This information could then be used to make informed decisions about things the user may be concerned with or interested in, based on 'growing' their user model within the domain of the ontology. For example it could see that person X is an expert in topic Y, Y is the parent of topic Z, and topics W and Y are mutual children of topic V; so X is also knowledgeable in Z and might be interested in W.
Natural language processing was touched upon in both the extraction of the ontology from the dictionary and the determination of keywords to extract from arbitrary input. No thorough research into NLP was conducted to complete the project, although a few concepts were implemented add additional information to the ontology extracted. More sophisticated NLP could enable the project to behave more intelligently when automating the generation of models.
Process Report:
Timeline (the milestones)
Friday March 8th – Email to Associate Professor Alan Fekete notifying of my enrolment. Email to Associate Professor Judy Jay, expressing my interest in doing some work with the Smart Internet Technology Research Group.
Tuesday March 12th – First meeting with Judy: project topic and scope discussed. Preliminary research to find out more about the topic, available tools, feasibility, etc.
Wednesday March 13th – Initial feedback. First formulation of the task:

"To develop an application for the evaluation of ontological data from the field of computer science education, such that it can be used for the evaluation of a user's (learner/student) learning progress based on their results from assessed questions."
Regular meeting time established for Tuesdays at 1pm.
Tuesday March 19th – Project scope defined. Work started on parser for FOLDOC dictionary to determine its feasibility. Python discussed as an alternative to Java for development.
Thursday March 21st – Dictionary grammar rules established to facilitate the pseudo-natural language processing of the definitions. Tokenizer near completion (which performs the initial processing steps in order to present the parser with simple tokens).
Sunday March 24th – Initial tokenizer complete. Initial statistics (Token type counts) collected to examine feasibility.
Tuesday March 26th – Feasibility of FOLDOC discussed with Judy and accepted. Tokenizer to be extended to allow link types. Parser started. Visualisation methods using VLUM discussed, to be conducted in cooperation with Andrew Lum (the current 'caretaker' of VLUM).
Tuesday April 2nd – Work on parser continued over the mid semester break. Requirements formulated.
Sunday April 7th – Requirements statement submitted to Alan, with the minimum requirements formulated:
"The  minimum functionality will consist of developing a tool to  extract  the  ontology from the dictionary,  creating  the representation  of  the ontology (ie the data  structure)  and being  able to perform simple queries on it"
Tuesday April 9th – Other visualisation methods discussed, such as DOT. Scope extended a little and possible applications discussed (email classification, syllabus and people comparisons). Parser completed and tested. First meeting with Andrew on Thursday.
Tuesday April 16th – HashGraph data structure being developed to facilitate querying and an efficient representation. Serialisation turned out to be a bit of a nightmare. Meeting with Andrew later this week to discuss linking in with VLUM.
Tuesday April 23rd – Parser is now generating a decent ontology, and outputting to the HashGraph structure. Serialisation being used so that parsing does not need to occur each time (it takes a couple of minutes to parse the entire dictionary). Progress report discussed – decision to treat it also as a draft report.
Wednesday April 24th – Definition of file format for VLUM input received from Andrew, along with some examples. Work on support for this output begun.
Monday April 29th – First VLUM examples generated. A couple of bugs found in VLUM and issues with file format uncovered, such as support for some characters ("AT&T" kept causing problems). Limitations of VLUM examined (there's a hard-limit of 1024 nodes, but each node is limited in the number of links as well).
Tuesday April 30th – Graphical user interface being developed to access the tools for the ontology, such as querying. Also to manage loading and saving graphs – a 'workspace' of graphs is required to easily choose two to merge, for example. DOT format discussed further. Progress report / draft report extended.
Wednesday May 1st – DOT language researched, learnt and an output mechanism written for the project. First DOT graphs generated from the ontology. Limitations of DOT investigated (more than around 300 nodes produces an image too large to fit in memory). Progress report with draft report submitted to Judy for feedback, along with the sample graphs.
Friday May 3rd – Feedback poured into progress report and submitted to Alan (including most of the remainder of this timeline, to keep a clear path to the final goal, which was adhered to quite well).
Tuesday May 7th – Basic querying complete and tested; subgraph generation based on path cost limits and merging of two subgraphs to create a user model (after summing and normalising weights) and then to compare two models. Sample outputs of subgraphs and user models from manual input.

Tuesday May 14th – Extension of accepted inputs to include keyword recognition from arbitrary textual input (eg a syllabus document or a person's web page). Support extended to include the 'keyword scanning' and quoted strings to match multi-worded nodes.
Tuesday May 21st – More sophisticated output generated as input to VLUM and dot graph generator. Output now takes into account link (or node) weights by displaying varying colours and horizontal displacement (in VLUM) or line styles (in DOT). Clustering investigated. Interface extended to enable selection of input and easy output of DOT and VLUM, with all the usual interface checks and features.
Tuesday May 28th – Judy overseas until June 12th. Further investigation into comparing models. A strategy and heuristic to enable successful comparing of two models is proposed and implemented (find the subgraph consisting of the nodes that are common and divide the density by their average weight), but further problems are raised that could not guarantee its feasibility in time for the completion date for the project.
Friday May 31st – Project complete. Able to demonstrate a variety of different outputs generated from a collection of inputs. Able to show the parser in action and the user interface; its use and capabilities. Report writing continued, with various outputs being generated from the project to use in the report.
Preliminary research

Existing knowledge

For some aspects of the project I was able to make use of my existing knowledge and skills, which directed some of the decisions made in the development. My familiarity with the Java language and API, including swing, made it a prime choice for the development language. Python was considered as well, but the argument for Java won out in the end. Other reasons for using Java were the wide range of freely available development suites for it (JBuilder was the main tool used in the development of this project), its portability, and the presence of existing code already written in Java (for example VLUM is written in Java).
Also put to use, were skills and knowledge attained from Graph Theory and Languages and Logic subjects. Graph Theory became useful for writing algorithms to manipulate the underlying graph that is representing the ontology. For example, Dijkstra's algorithm got a good workout, as did theory for traversing and representing graphs. Languages and Logic provided some background in the method used to parse the FOLDOC dictionary, in order to generate the ontology.
Discovering ontologies

The first broad task in the development process was the generation of the ontology. In all truth, I had not actually heard the word 'ontology' before my first meeting with Judy – it even took me a while to find the correct spelling of the word in order to find out what it actually meant. Ironically, the best definition I found was from the dictionary eventually used to generate the ontology (listed above both as context and as an example of the contents and format of the dictionary).
 It was not feasible to create the ontology manually due to the extremely large domain and time constraints (also it would be very tedious). Thus it was necessary to find a machine readable information source that would be suitable. Judy directed me towards ACM and SIGCSE
, although they seemed mainly concerned with papers about why we need a standardised ontology, without any dictionary- or ontology-type resources I could find. IEEE was also investigated, but they wanted money for the standards
 and so this was not followed up despite tantalising descriptions such as to P610 Computer Dictionary
 whose objective "is to develop a standard dictionary of computer-related terminology to be used by computer professionals and others who come into contact with computers or computer-related terminology in their daily lives".
However, after a bit more investigation an absolute gem was found. The Free On-Line Dictionary Of Computing4 (or FOLDOC) describes itself as "a searchable dictionary of acronyms, jargon, programming languages, tools, architecture, operating systems, networking, theory, conventions, standards, mathematics, telecoms, electronics, institutions, companies, projects, products, history, in fact anything to do with computing." It is particularly suitable because "permission is granted to copy, distribute and/or modify [it] under the terms of the GNU Free Documentation Licence
". Furthermore, cross-references between objects in the dictionary are defined in the text version using curly braces (although things in curly braces are not always cross references), and categories are in angle brackets; aiding the parsing process. The dictionary is also large, both in the number of definitions (over 13,000 in over 4.6 megabytes of text) and the number of cross references between them, making it suitable to use as an ontology due to its wide coverage of the field of computer science.
Experimentation with ontology tools

Before setting out to make my own tool for managing the ontology some existing tools were investigated. Some ontology tools found were merely online repositories, others such as SOEP12 from KAON (KArlsruhe ONtology and semantic web tools) and OilEd
 using DAML
 were unsuitable. Time was spend with each tool in order to evaluate its usefulness and it was found that they were unable to represent the information in a way that was suitable for performing the kinds of queries wanted. For example, it was not possible to specify a kind of relationship other than parent-child; and the relationship was either there or it wasn’t. It was not possible to give a weighting to the relationship, or to specify a type such as a 'synonym'. Even restricting yourself to parent child relationships, it was not possible to ask 'how related are these two concepts', eg in terms of how many links there are between them, which was required for the final product.
Learning about VLUM, DOT

It was necessary to become familiar with these tools and the format of their inputs as these tools are the destinations of some of the output produced by the project. Being outputs, the research into these formats came later on in the project – after inputs were developed. However the research was carried out before work on the querying algorithms began. This was because creating a visualisation of the various graphs generated during processing was essential for testing in order to efficiently confirm that the algorithms were indeed working.
The work with VLUM was conducted in cooperation with Andrew Lum and by consulting Dr James Uther's PhD thesis2. Regular meetings and email correspondence with Andrew provided updates on VLUM as it was being further developed by him as my own project progressed. It was also necessary to determine the limitations and capabilities of the applet and smooth out minor bugs that cropped up with the variety of inputs that were tested with it. For example, VLUM did not like any node being a peer of itself, which the automated parsing of the dictionary sometimes produced (although rarely; ironically 'recursion' was one of them).
This also raised the issue of wether this was ever appropriate in an ontology and, after some discussion, it was decided that it was (partly due to rarity of the occurrences). However, the output algorithm to RDF for VLUM was modified to ensure such a link did not occur, even when the graph being output has one. This was because, even if VLUM was modified to support such a property, its visualisation method could not infer anything from it; the 'active' node is unable to show a link to itself because it cannot be drawn in two different ways simultaneously.
Research into the DOT language
 and the DOT graph generator3 was conducted around the same time as VLUM, but mostly independently. A variety of documentation concerning 'Graphviz' from the AT&T Labs Research site was consulted to become familiar with the format, its limitations and in order to be able to exploit its features. Binaries of the DOT graph drawing tool were used to generate some sample graphs, but also as acceptance tests for both the parser and querying algorithms, after the output algorithm was written. The graph images generated in this way also serve as a good visualisation tool for relatively small models (less than 300 nodes or so).
Programming

Design

Before programming began, the basic design was sketched on paper, in the form of a clustered class diagram. Most of the programming is based around algorithms rather than objects, but it is always good to exploit the features of an object oriented language to promote well organised, modular code. The clustering of classes and actual classes used is clear from the table of contents for the product description, and the benefits are clear from the low level of coupling evident in the product description. Some class diagrams were reverse engineered from the code and are linked to from [
].
The initial design was added to as the scope of the project increased (as extensions were included). Formulation of the complex algorithms and heuristics was also done before diving into the coding. Often this was done informally (sometimes grabbing a piece of paper from and writing it down when I'm unable to sleep due to thinking about it), or sketched out in comments and stubs in the source. Books7, 
 and peers were also consulted for advice (or to refresh memory) in some circumstances.
Coding

Coding was conducted in stages, and in parallel with the other tasks in the project, as sketched out in the Timeline (the milestones). Usual coding guidelines were used – judicious use of comments, modular code, elegance, efficiency, maintainability, ease of reading and use of available libraries are all second nature at this stage in the development of my own programming skills.
Testing

Testing was an on-going process throughout the development of the project modules as well as done in bulk, with careful analysis of inputs and outputs, for the acceptance of the modules when complete (ie to confirm that they were, indeed, complete). Testing was mainly conducted in a bottom-up fashion with white-box testing proceeding upwards from individual functions, to classes and to concepts (ie classes directly related in a structure: Token/Tokenizer/Parser, Node/Link/Path/HashGraph), so that black-box testing could be performed to validate the application's output against the input dictionary. The type of application output also proceeded in stages, and was validated at each stage, from a dump of Tokens returned by the Tokenizer in the order that they were retrieved from the dictionary, to a (more organised) dump from the parser based on Nodes and Links, to a rudimentary textual output of the graph, to visual output of the graph using visualisation tools.
The size of the dictionary meant that it was impossible to extensively check the result of parsing with the entire input. To aid the testing procedure, the Basser example in Listing 1 was used as the main acceptance test – with the result generated in Figure 1 used to confirm that the integration of the parser, serialisation, deserialisation and dot graph generation was working, as well as the internals of each module. The subgraphs in Figure 2 and Figure 3, and the merged graph in Figure 4 constituted the results of the acceptance tests for the querying algorithms.
The actual ontology being generated also had to be validated. This was done after confirming that the subgraphing algorithm was working, and then performing queries on the ontology. The resulting graphs were output to dot and checked – some of the graphs queried from the 'class' node are shown in Figure 5. This not only aided acceptance of the program but also validated the feasibility of FOLDOC to used as an ontology.
At a lower level, before the acceptance tests were carried out, each module was tested in isolation, using inputs that had already been validated. The tokenizer was the first step; to validate it the tokens were dumped to the terminal as they were retrieved from the dictionary used as input. Once validated, these tokens were used as input to the parser, which dumped the actions it would perform on the graph (ie adding nodes and links) to the terminal. When this was validated, the graphs were created by the parser, and some breadth-first searches were conducted on the graph, dumping each node and its peers as they were visited.
To keep coupling between the parser and the query modules low, the next step was serialisation and deserialisation. This was a minor hurdle, and some issues were raised that are discussed in the reflection. As a result, this section was extensively tested. It was impractical to look at the binary file generated because not much information could be derived from it – the only clear information were the stings in the id ( String map, but this was still useful. The main thing that ensured its correctness was dumping everything to a file, reloading the file and then performing the same breadth-first searches on the deserialised graph. To aid the development of the serialisation code, the close relationship between each serialisation statement and a corresponding deserialisation statement was focussed on and this is documented in the code.
The next stage was validating the output formats because, once these were accepted, validation of the algorithms could proceed much more smoothly (rather than relying on textual dumps). The graphs generated from the DOT output were checked against the breadth-first searches as well as the original dictionary and the conceptual information that they represented for acceptance. The behaviour of VLUM was similarly checked. A large range of queries were then applied, and outputs produced, to validate the querying algorithms. So that the overhead of generating the visualised output could be avoided, a 'list nodes' facility was also built into the interface for initial checks. When the individual tests failed, desk checking and JBuilder's built-in debugging facilities were used to check the workings of the code at the lowest level until the debugging output statements met the required results.
Parameters
As the program developed more and more 'tweakable' parameters kept cropping up, as well as the main input/output parameters. Wherever possible parameters are designed to be set at runtime. For example, the parser accepts command line parameters for the input file (which can be gzipped or plain text), the output file (a serialised graph), the category file (or categories.txt in the current working directory of omitted), wether or not to display warnings (with line numbers) for anomalies in the input, wether to output statistics of the input file and wether to allow links to exist to 'undefined' nodes. The keywords used are also read in from a file, which can be extended to improve the classification of link types (generally the same set of keywords can be used for different inputs, with unused keywords simply being ignored).
The graphical user interface provides an even easier way to specify the parameters with prompts for values of 'distance' and 'infinity' when they are required, and a click-to-select interface for choosing graphs to merge and to generate subgraphs from. Graphs are easily loaded into the workspace from and saved into files using the JFileChooser. There are also a range of prompts to customise the visualisation output, as well as warnings in case some limitations of the output format would be breached.
Interface

About half way through the development of the project, a graphical user interface was developed. Subsequently, as each feature was added, a button or menu item (most often both) was added to the GUI to ease testing and also for use in the final product. In the development of the interface, standard user interface guidelines were followed such as consistency, appropriate feedback, and so on. The interface itself was also extensively tested to ensure cancelling worked, that it did not crash and it behaved as expected; even when the 'idiot tests' were applied. There was also an effort to make the interface intuitive by utilising standard design patterns and dialogue boxes.
Presentation

Report

The report was, of course, part of the development process. The decision to make an early draft was useful as it helped to ensure the project was on track and facilitated helpful feedback from the other people associated with the development. As interesting outputs were produced, they were put aside for use in the final report with descriptions. A large number of these outputs are not included in the report to improve clarity, or because they are unsuited to being represented on paper (eg they are too large or are interactive), so a resource page20 was started to keep track of the additional information.
As each module was completed, a description was written for it to be included in the final report. This was compiled from source code comments, manual-type documentation and related resources, as well as being expanded upon to be a form of documentation itself. Additional information was attained from email correspondence and hand written notes. Dates were attained from email and internet history timestamps as well as manual annotations, which were all dated. These were used for the progressive timeline, as well as to compare with the future timeline (milestones) to ensure the project was always developing on track.

The reporting process also facilitated evaluation of possible extensions. The progress report was very detailed – being 5 pages by itself – and included a timeline that was used to determine what extensions were feasible before the due date. The progressive report also helped determine additional extensions would be nice to have, and reduced the final load required to produce the final report.
Evaluation of Effectiveness:
Some of the reasons for choosing the processes used in the development of the project are discussed in the actual process report, as the processes are mentioned, so I will not repeat them here. Instead I will provide a retrospective summary.
How it worked

Probably the most important thing that contributed to the smooth development of the project was the regular (weekly) meetings with both my contact in the research group (A.Prof. Judy Kay) and the current developer of the VLUM visualisation tool (Andrew Lum); and these helped in a variety of ways. The main aid they gave was motivation – motivation to have something to present each week, as well as to create a quality product as a final deliverable. They also provided valuable discussion, with insights and suggestions on how to develop the product, backed by the experience of the advisor, as well as direction towards possible references to consult.
The past and future timelines was also a major help. It allowed goals to be set and progress to be monitored to ensure development was on schedule. A range of extensions was proposed in the future timeline, and whenever a goal was met early, there was a chance for another extension to be included in the final product. If something went over schedule it was put on the back burner for a while, where it was possible to do so.

The modularity of the design helped towards simplifying the relatively large scale of the development task. The modular design not only aided in simplifying the actual programming and the organisation of the code, but made testing a lot easier. This was because it made it possible to test each module in isolation, and when a change was made it was not necessary to test every module again, because the extremely low coupling ensured that the modifications would not propagate to other modules.
The initial research into ontologies and experimentation with the ontology tools helped to develop a better product. It was useful to have a good background into the context before development began so that goals could be better understood and the application was always in mind. The ontology tools may have contributed a little towards familiarising myself with ontologies, but mostly helped me decide what I did not want my interface to be like.
Using my existing skills was also advantageous in the development process. It allowed me to be able to make informed decisions based on previous experience and knowledge. It also sped up the development process as there was less to learn in order for the development to progress.
Serialisation

A good example of effectiveness is the serialisation code. The first cut at the serialisation code was the lazy solution – 'implements java.io.Serializable' – and it took me about a minute to realise that there was no way that it was going to work after the first attempt at saving the FOLDOC graph, which resulted in a very sudden stack overflow in Java's native serialisation code. The next solution saved duplicate copies of Strings throughout the file, and while it was inefficient both in the size of the saved file and the result of loading it back into memory (Java is unable to use multiple pointers to the same String when it was read back in this way, resulting in greater memory usage), it did prove that it was going to possible to serialise the graph in a similar way and with a reasonable file size.
The final solution is the map of strings to IDs described in the product description, which produced a reasonably sized file. The problem came when trying to deserialise the file – an EOFException was being thrown unexpectedly. Maybe an hour or so was spent trying to find the cause, but without luck. Also the graph that was being produced made sense, it was just missing a few links, so it was possible to continue with this graph while the serialisation problem was ignored (but not forgotten) for a little while.
The solution came about a fortnight later after a simple question that came up in conversation to a friend. Admittedly, I hadn't used Java extensively for about six months – instead becoming familiar with C++ – and some of the more obscure semantics (ones that entirely conflict with C++'s) had been lost to me. It turns out I wasn't closing the output stream in my serialisation code – a one-line, twelve character solution and I was in business. 
The important thing was that I didn't dwell on the problem. Instead it was put aside to continue work with other parts of the project. The solution turned out to be a very simple fix that I could have otherwise spent hours on, mainly because I was looking in the wrong place – in the deserialisation code (where the error was being reported) rather than the serialisation code.
Problems / resolutions

Most of the problems come across in the development of the project were quite minor and could be resolved independently. However, there were a few problems that were significant, or were unable to be solved independently, and so other people and references were consulted in order to resolve them.
For example the problem discussed in "Learning about VLUM, DOT" concerning problems with the integration into VLUM could not be solved independently. The problem was worked through in cooperation with Andrew Lum and the source of the problems found in short order. This also led to the development of a set of limitations on the output format which is checked by the project to ensure a smooth transition between the formats.
Other problems, such as the development of workable heuristics and various bugs were discussed with peers and solved with their advice or by consulting reference material. Often the solution was a simple workaround. For example, Borland's VerticalFlowLayout was not available in the Java libraries available at uni, so a solution using nested BorderLayouts was used instead.
Another issue was how best to use the various axes available in VLUM. There are horizontal ('reliability') and vertical axes (order in file), as well as a 'mark' axis (colour) and a proximity axis, based on the number of links traversed to get between nodes. This was resolved in discussions with Judy and Andrew; the final decision a compromise due to the static nature of the input into VLUM and the amount of data that can be derived from the ontology. It was also necessary to transfer the concept of a link (edge) weight in the graph to a node weight for VLUM to interpret, which was done using a labelling from Dijkstra's algorithm.
What I learnt

While I was able to put to good use the experience gained from previous medium-scale software development projects such as my COMP1902 'Boggle++ IDE' and my Design & Data Structures 'Multi Level Bucket', there are still some areas where I found I was on new territory. For example, the close proximity of the project to research areas (both for its eventual use and in development) meant that I had to keep a rein on the project scope to ensure it did not become unmanageable by incorporating 'cutting edge' aspects. The proximity also meant that I learnt quite a bit of background in some interesting research areas, most notably concerning ontologies and knowledge representation. 
Integration into existing projects that were still under development was also a new experience. There was need to create an input for the still evolving VLUM, which caused some problems. However, this was of mutual benefit for it allowed the limitations of, as well as a small bug in, VLUM to be investigated; and for myself, it provided a useful validation tool during testing, as well as a nice way to demonstrate the deliverables of the project.
Future and Limitations of the Project
There are a wide range of applications for the ontology that was generated with this project, as well as possible extensions to be done to the actual project. In retrospect, it was probably a good thing that Java serialisation was not used, because it means that the file format is now easily readable by any language (not only Java) if the HashGraph can't be used for some reason. There are, however, some limitations of the FOLDOC dictionary used as input. For example, the peerage could probably be higher for many of the nodes, even though there are some nodes with a disproportionately high number of peers (Unix, for example) and some of the links do not reflect the relationships that are trying to be represented in an ontology. This is partly due to the fact that FOLDOC is a free resource with a large number of volunteer contributors, so is not highly regulated and is incomplete in some areas. However it is a constantly developing resource and the design of the project is such that new versions of the dictionary and, indeed, other dictionaries in a similar format are easily supported.
The project was also designed to be easily maintained. This allows the code to be developed further, possibly extending it to incorporate a more sophisticated level of natural language processing. This could allow more intelligent generation of models, which is not feasible without a large degree of processing on the (arbitrary) input. It is also easy to add a different output format, or customise existing ones to provide greater detail or to demonstrate different concepts from the data. Particularly a graph-oriented interactive output, such as a user-editable and -rearrangeable display is a feasible step, possibly accomplished with the aid of the 'attributed dot' output of the dot graph generator. A way to conduct a 'real-time' query, rather than relying on the intermediate files, or also to show an evolving graph display may also be considered.
The current form of the project is also limited somewhat in the way it can be applied. An API for machine learning would be a very useful interface to have over the underlying structure and algorithms to aid the use of the ontology in that area. Other APIs could be written to allow some of the pre-processing (mostly checks for output limitations) that occurs in the graphical user interface to be carried out when interacted with from some client code.
Conclusion

The project provides a useful ontology as well as some handy ontology and modelling tools that can be used to aid development in the fields of artificial intelligence, user modelling and knowledge representation within the research group. Its design and the processes used in its development will hopefully mean that it helps further work to be conducted; either to extend its capabilities, or in utilising the facilities already provided. The visualisation aspect can also provide a good means for displaying and interacting with the models it generates from the FOLDOC ontology, or from an ontology generated from an alternative information source.
References
Appendix:

Some Implementation Details:
Parsing
The input has a very general format subject to the following rules
· Every line is either blank, starts with a tab or starts with a node name (eg a word whose definition follows it on subsequent lines).
· In the body of the definition, a word or comma separated list of words in angle brackets <, > indicates that the word being defined is in that category (or each of the categories). This can be anywhere in the definition (eg for multiple meanings – distinguished by categories). Category links are 'strongest' links (cost = 0).
· A word in braces indicates that that word is linked to the word currently being defined in some way, determined by its context.
· The type (and part of the strength) of the link is determined by the strongest keyword that precedes it in the same sentence.

· The keywords are loaded from a text file (keywords.txt - whose format is described below) that describes how they affect the links that precede it.
· If a link appears as the first token in a definition, it is considered a synonym and has a 'strongest' link. (see sample below).

· Words in the definition that are not keywords and are not in angle brackets or braces are ignored, except for the purposes of detecting a synonym.

· The position of a word in the definition is also significant: the cost given to a link is a weighted combination of the strongest keyword that precedes it in the same sentence and the number of links before it in the definition. Generally stronger links are found near the beginning of the definition – especially the first link, which is usually a direct parent. For example 
bitmap font


<text> A {font} ...
· A full stop ('.') indicates the end of a sentence and any keywords previously detected do not apply to the links that follow. There is an exceptional case for 'e.g.'
· The basic layout of the input is as follows ('…' represents any text, blank lines are ignored
Word1 

… <category1, category2> … keyword1 … {link1} … keyword2 … {link2}. … {link3}  
… keyword3 … {link4} <category3>
Word2


{synonym} … {link5} … <category4> …
Here, Word1 is in category1, category2 and category3; it is linked to link1 by keyword1, to link3 by the stronger of keyword1 and keyword2, to link3 by a 'normal' link and to link4 by keyword3. Word2 is in category4 has a synonym, and is linked to link5 by a normal link.
The calculated link weightings are easily changed by modifying constants or the cost function. Note that the weight of a link is the cost of moving between the links (eg for Dijkstra's algorithm), and that a cost of '1' is an imposed maximum. The current settings give the following weights according to keyword type and position in the definition (link number):
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Keywords are classified according to the keywords.txt file, whose EBNF grammar is simply:
<Keywords> 
:= { <keyword>:  invalid | (<strength> <type>) \n }
<strength> 
:= weak | normal | strong | very

<type> 

:= child | parent | dissim | sibling 

A comment is any (entire) line beginning with #.
The currently used keywords.txt is as follows:
Listing: keywords.txt

#parent means current defn is a parent of
#next keyword. child means current defn is a
#child of next keyword.
#invalid is used to check keywords with more
#than one word in them

compare:      very dissim

variant:      strong child

version:      strong child

see:          very sibling

is:           normal child

replaced:     very sibling

as:           invalid

as in:        normal parent

developed:    strong parent

at:           weak parent

by:           normal parent

using:        strong child

e:            invalid

e.g.:         very parent

eg:           very parent

any:          invalid

any of:       strong child

for:          normal child

like:         normal parent

manufacturer: strong parent

extension:    strong child

compatible:   strong sibling

has:          weak parent

had:          weak parent

archetypal:   very child

uses:         normal parent

used:         normal parent

under:        normal child

derived:      strong child

possibly:     normal parent

taught:       strong child

introduces:   strong sibling

based:        strong child

requires:     normal parent

implementations: normal parent

subset:       very child

known:        very sibling

central:      strong child

example:      normal child

examples:     normal parent

include:      strong parent

opposite:     strong dissim

opposed:      very dissim

analogous:    very sibling
The keywords processed can also be improved by extending and modifying the 'keywords.txt' file from which they are read and their effects specified; it is currently derived from patterns (manually) recognised in the natural language style of the definitions after scanning through the definitions up to the word 'accept'. Keywords are things such as "e.g.", "archetypal" or "analogous" that qualify the links that follow it in the same sentence. These keywords and the classifications they yield were derived intuitively based on their normal use in the English language, as well as the specific ways they are used in the dictionary.

Outputs
Portions of a graph restricted to nodes with 3 or more links and their children, in the programming category only, is shown on the last page of the appendix. The top edge of the left half matches up with the bottom edge of the right half. There were 214 of the possible 22,722 nodes that could be represented in this graph, generated by dot from output from the parser with the filters. The two sections shown are interesting portions of the graph that was generated, and is about the limit of the amount of information that can be clearly shown on a single page. In general, however, a more specific subgraph is generated (eg for a user model).
Graphs such as this, and other outputs have been used to evaluate the ontology resulting from the input dictionary. Some of the parsing and ontology statistics are as follows:
Total Tokens processed = 705551

Definitions = 13536

Category links = 8998

Plus other links = 54830

Keywords processed = 33297

Times keyword tracking reset = 53208

Tokens ignored = 541682

Completed in 6980 ms

Preparse done: found 13537 definitions for 153 categories.

Graph Size: 23095

Graph Density: 61926
The reason for the graph size (ie the number of nodes) being greater than the number of definitions is due to the fact that some definitions have links to words that have not yet been defined in the dictionary, but are still valid links, so a node is generated for them. Not all definitions are categorised in the dictionary, which accounts for the relatively low number of category links, however this may improve with time as the FOLDOC is updated approximately weekly with new and modified definitions. Subsequent releases have all been compatible with the parser.
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More output samples



//… graphs (both kinds) / tables / screenshots / input and output listings / etc.

Figure � SEQ Figure \* ARABIC �1� - DOT Graph for the Basser dictionary (� REF _Ref9436302 \h ��Listing 1�)





Figure � SEQ Figure \* ARABIC �2� - Subgraph generated from "-first year CS" in � REF _Ref11681714 \h ��Figure 1� with a depth limit of 5





Figure � SEQ Figure \* ARABIC �3� - Subgraph generated from "�second year CS" in � REF _Ref11681714 \h ��Figure 1� with a depth limit of 0.1 (strong links only)





Figure � SEQ Figure \* ARABIC �4� - The result of merging � REF _Ref11682740 \h ��Figure 2� and � REF _Ref11682754 \h ��Figure 3�, after retrieving extra links from � REF _Ref11681714 \h ��Figure 1�.





Figure � SEQ Figure \* ARABIC �5� - Increasing levels of detail for a subgraph generated from "class" in the FOLDOC graph. Clockwise from top left, with minimum node peerage of 20, 15, 12 and 7 links.


The full progression, in full size, can be seen at � HYPERLINK "http://users.bigpond.net.au/trapped/class/index.html" ��http://users.bigpond.net.au/trapped/class/index.html� 





Figure � SEQ Figure \* ARABIC �6� - Screen shot of the Graphical User Interface





Figure � SEQ Figure \* ARABIC �7� - Screenshots of VLUM (Negative images) �Left: of the Basser dictionary [Listing 1]  	Right: of a subgraph of class, depth limited to 1.0 (124 nodes)





Figure � SEQ Figure \* ARABIC �8� - Screenshot of VLUM (negative image) �showing a subgraph from 'class' depth limited to 1.65 (732 nodes)�'Java' is the currently active node.








� RDF – Resource Definition Format, at � HYPERLINK "http://www.w3.org/1999/02/22-rdf-syntax-ns#" ��http://www.w3.org/1999/02/22-rdf-syntax-ns#� (visited 12/03/2002)


� VLUM – Visualization for Large User Models– Uther, J (2001). On the visualization of large user models in web based systems. Ph.D. Thesis; at � HYPERLINK "http://www.cs.usyd.edu.au/~jimu/thesis.pdf" ��http://www.cs.usyd.edu.au/~jimu/thesis.pdf� (visited 25/05/2002)


� DOT – an open source graph visualization tool, at � HYPERLINK "http://www.research.att.com/sw/tools/graphviz/" ��http://www.research.att.com/sw/tools/graphviz/� (visited 18/04/2002)


� FOLDOC – the Free On-Line Dictionary Of Computing [© 1993 by Denis Howe, updated regularly (last update at time of writing was 8/6/2002)], at �HYPERLINK "http://foldoc.doc.ic.ac.uk/foldoc/contents.html"��http://foldoc.doc.ic.ac.uk/foldoc/contents.html� (first visited 12/03/2002)


� BNF – Backus Naur Form


� Dijkstra's Algorithm (there's an interesting applet here � HYPERLINK "http://www.cs.uwa.edu.au/undergraduate/courses/230.300/readings/graphapplet/dijkstra.html" ��http://www.cs.uwa.edu.au/undergraduate/courses/230.300/readings/graphapplet/dijkstra.html� (visited 18/05/2001)


� "Data Structures & Problem Solving Using Java" Weiss, Mark Allen [© 1998 Addison Wesley Longman, Inc.] (ISBN 0-201-54991-3)


� UTF (UCS [Universal Character Set] Transformation Format) – RFC2279 "UTF-8, a transformation format of ISO 10646", at � HYPERLINK "http://www.faqs.org/rfcs/rfc2279.html" ��http://www.faqs.org/rfcs/rfc2279.html� (visited 18/04/2002)


� � HYPERLINK "http://foldoc.doc.ic.ac.uk/foldoc/contents/subject.html" ��http://foldoc.doc.ic.ac.uk/foldoc/contents/subject.html� (visited 12/03/2002) provides a listing of subjects in FOLDOC and the number of entries for each. However "Some entries have not been categorised yet [sic]" .


� WordNet, at � HYPERLINK "http://www.cogsci.princeton.edu/~wn/" ��http://www.cogsci.princeton.edu/~wn/� (visited 25/05/2002)


� ThoughtTreasure, at  � HYPERLINK "http://www.signiform.com/tt/htm/tt.htm" ��http://www.signiform.com/tt/htm/tt.htm� (visited 12/03/2002)


� SOEP, at � HYPERLINK "http://kaon.aifb.uni-karlsruhe.de/SOEP/API" ��http://kaon.aifb.uni-karlsruhe.de/SOEP/API� (visited 12/03/2002)


� ACM/SIGCSE (Association for Computer Machinery, Special Interest Group on Computer Science Education) at � HYPERLINK "http://www.acm.org/sigcse/" ��http://www.acm.org/sigcse/� (visited 12/03/2002)


� For example, the IEEE Standard Glossary of Software Engineering Terminology, at �HYPERLINK "http://standards.ieee.org/reading/ieee/std/se/610.12-1990.pdf"��http://standards.ieee.org/reading/ieee/std/se/610.12-1990.pdf� (visited 12/03/2002 and denied access)


� The P160 Computer Dictionary, in a password protected zip, at �HYPERLINK "ftp://stdsbbs.ieee.org/pub/p610/P610mar6.exe"��ftp://stdsbbs.ieee.org/pub/p610/P610mar6.exe� described here, � HYPERLINK "http://grouper.ieee.org/groups/610/overview.html" ��http://grouper.ieee.org/groups/610/overview.html� (visited 12/03/2002)


� The GNU Free Documentation License, or GFDL, full text here � HYPERLINK "http://foldoc.doc.ic.ac.uk/foldoc/foldoc.cgi?GNU+Free+Documentation+License" ��http://foldoc.doc.ic.ac.uk/foldoc/foldoc.cgi?GNU+Free+Documentation+License� (visited 2/06/2002)


� OilEd – Ontology Interface Layer Editor, at � HYPERLINK "http://oiled.man.ac.uk/" ��http://oiled.man.ac.uk/� (visited 12/03/2002)


� DAML – DARPA [Defense Advanced Research Projects Agency] Agent Markup Language, at � HYPERLINK "http://www.daml.org" ��http://www.daml.org� (visited 12/03/2002)


� The DOT Language, at � HYPERLINK "http://www.research.att.com/~erg/graphviz/info/lang.html" ��http://www.research.att.com/~erg/graphviz/info/lang.html� (visited 18/04/2002)


� Sample FOLDOC Output, and other resources related to the project (created by me, last modified 13/6/2002), at  � HYPERLINK "http://www.ug.cs.usyd.edu.au/~tapted/javadir/" ��http://www.ug.cs.usyd.edu.au/~tapted/javadir/� 


� "Introduction to Graph Theory" Wilson, Robin J. [Fourth Edition © 1996 Prentice Hall] �(ISBN 0-582-24993-7)
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