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Abstract

Smart Toys allow an interaction with the user that goes beyond what a normal toy

can provide. They possess the ability to learn from teachings by their owner, and it

is by this learning process that an intimate bond is forged between the owner and

their toy. This research looks at the the forces behind the learning process and the

development of a physical device that can function as a SmartToy.

The Sulley Smart Toy is adapted from a plush doll. This introduces some inter-

esting challenges, but also allows an interaction of a kind that is di�erent to most

existing smart toys. Sulley can be hugged and squeezed, and from this interaction

he can perform actions. The action itself is determined by aninteractive reinforce-

ment learning model. Part of this research was determine howbest to apply existing

reinforcement learning methods to the quirks of this model.
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Chapter 1

Introduction

This chapter introduces some aspects of a Smart Toy and discusses the motivation

and challenges associated with developing one. It also presents a possible usage

scenario and outlines the de�nitions and structure used forthis thesis.

1.1 Goals

The broad goal of my honours thesis project was to develop a Smart Toy . To ac-

complish this goal, hardware was developed to be incorporated into a plush toy (see

Figure 1.1). Based on the capabilities of this hardware, a learning model was devel-

oped to give the toy some intelligence. A sample of demonstration gameswere then

developed to demonstrate the learning capabilities. A signi�cant amount of work

also went towards the interface to the hardware and resolving various complications.

1.2 Motivation

In the 1980s there was a revolution inprocessingvia the personal computer, fol-

lowed in the 1990s by a revolution inaccessvia the Internet and world-wide web.

Sa�o [43] predicts that the primary focus of the next decade will be interaction.

That is, not simply the Internet-variety interaction amongst people, but the inter-

action of electronic devices with the physical world on our behalf via, what he calls,

�smartifacts�.

1
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Figure 1.1: The Sulley plush toy (before the operation)

1.2.1 Toys

Toys can play an intimate part of this interaction, and commercial interest for such

toys is growing. Robotic pets such as Hasbro'sFurby [23] and Sony's sophisticated

robotic dog Aibo [19] are well-known and have had good commercial success1. A

large part of what makes these toys interesting, as well as marketable2, is their

ability to learn.

Furthermore, while it was thought that intelligent household robots would ini-

1Over 12 million Furby toys were sold between October 1998 and December 1999 [Source:
Hasbro].

2The fact that Furby toys were once banned from the Pentagon because of their ability to learn
is well touted by Hasbro's marketing department.
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tially be commercialised to accomplish chores such as vacuuming and mowing the

lawn, technology still lacks the precision and e�ectiveness required to have them

working as good or better than humans. It is perfectly acceptable, perhaps even

entertaining, for a toy to stumble or react inappropriately to some events, whereas

a lawn mower that runs over your cat would not be tolerated.

1.2.2 Challenges of a Plush Toy

Plush toys already have a large share of the toy market. A report in 2002 found

that it was the number one product category for all surveyed toy stores, and that

it accounted for over 25% of stores' sales [32]. My project took an existing plush

toy and carried out a surgical operation on it (see Chapter 4)to give it sensory and

feedback capabilities. Goals in this process included not just to keep the original

function of the toy, but also to sense the kinds of interactions that would normally

be performed on a plush toy. For example, squeeze and �being carried� types of

interaction.

Time constraints and my own limited engineering experiencemeant that the

sensory sophistication was somewhat limited. Rather than being a black spot, this

actually allowed other, software-side avenues to be pursued in order to make the most

of the unsophisticated inputs and outputs related to the hardware. However, the

design of the system is such that there are still opportunities to expand the hardware

capabilities within the current framework without too much redevelopment.

1.2.3 Reinforcement Learning

Few standard reinforcement learning techniques are e�ective for in�nite, interactive,

discrete learning. In�nite means learning proceeds without a bounded set of training

examples and past examples can lose relevance. Interactivemeans that the user

dictates the rate at which learning can proceed as the systemneeds to wait for

the user to present the output target for a presented set of attributes. Interactive

also means that the user canchange their mindpart-way through the simulation.

Discrete means that it is not possible to generate continuous training examples, as
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in learning motor control. The combination of these challenges makes this kind of

learning an interesting avenue to pursue that has not been widely researched.

There are other complications resulting from the interactive toy nature of this

project. It is not enough to simply select the most probable output as determined

by a learning algorithm. This is not just because predictable behaviour might not

be fun, but satisfactory training might not be possible without presenting a non-

deterministic selection of actions for the user to react to.For some algorithms, there

are ways around this, but often they rely on being able topunish the model as well

as reward it. My project has developed working models that can either be rewarded

and punished, or only rewarded.

Finally, note that the reward or punishment is most often a boolean value in the

limited sensor domain, with a temporal dependence that is not easy to establish.

Many reinforcement learning algorithms depend of a continuous reward function or

establish derivatives of the inputs with respect to time in order to derive learning

rules. These are not possible to achieve for the learning environment developed.

1.2.4 Wireless Collaboration

It was originally hoped that the device developed would be wireless and collabora-

tive. That is, it would communicate via an unthethered connection to other similar

devices in an ad-hoc manner without any kind of arbitration by a server or desktop

PC. This is a largely unexplored area; the latestAibos from Sony (generation 3)

incorporate an 802.11 wireless interface [21], but there has so far been little ap-

plication development to use the interface3. However, the already extensive scope,

time constraints and other obstacles (see Chapter 4) means that discussion of these

features is left to Future Work in Chapter 9.

3Even Robocup [42], one of the largest motivators of Smart Toyresearch, is yet to embrace the
new interface; instead favouring visual cues. Although perhaps this is due to a large number of
contestants without the latest generation of Aibo.
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1.2.5 Human Interaction

As with any new human interaction device, there are a number of psychological and

ergonomic avenues that can be explored. This is particularly the case for a toy,

interacting with children in an intimate and intelligent manner. Such studies are

beyond the scope of this project, but some implications willbe touched upon in the

Analysis and Future Work.

1.3 De�nitions

The following de�nitions are brief descriptions of some terms commonly used in this

thesis that may be unfamiliar to the reader, and that are not examined more closely.

A plush toy is a cuddly toy that is soft and furry. Its appearance and tactility

should be, for the most part, unlike any traditional robot.

Sulley is a character from the Disney / Pixar movie, Monsters Inc. The plush

toy incarnation of this character was used as the basis for the Smart Toy in this

project. For convenience, whenever �Sulley� is mentioned,it refers to the Smart Toy,

along with the physical modi�cations and software architecture that were applied

in creating this particular Smart Toy.

TTL in the context of this report means Transistor-Transistor Logic. This mean-

ing will be used exclusively in this report, rather than Through The Lens (photog-

raphy) or Time To Live (internetworking). TTL is used as a general term to refer

to semiconductor technology used for building discrete digital logic circuits.

Con�dence and uncertainty are given speci�c meanings for this paper in the

context of classi�cation. Con�dence is the probability that the chosen class is a

correct classi�cation with the evidence provided.Uncertainty is a measure of how

likely it is that some another class is also valid. This distinction is particularly

important for our �avour of reinforcement learning, where we may want more than

one action to be learned for a given input state. These valueswill only sum to unity

if there are only two classes � if there are more classes, an average over the unchosen

classes is determined to simplify measurement.
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A transducer is a device that converts physical inputs into electrical signals.

For example, a switch requiring some kind of motion, a microphone, light detectors

and accelerometers are all transducers.

An actuator is its inverse. That is, anactuator converts electrical signals into

physical e�ects. The most common example is an armature motor, which can achieve

tasks such as the movement of robot limbs.

1.4 Contributions

Within the scope of the goals mentioned previously, the accomplished objectives

and research contributions include:

� the design and implementation of electronic circuitry for sensing the human

interaction with a plush toy

� the integration of the circuitry into a suitable plush toy (i.e. without signi�-

cantly impacting execution of the toy's previous function4)

� a software interface5 to the circuitry hardware

� a �exible and stable software architecture for reinforcement learning in the

context of a Smart Toy

� a number of implementations of the architecture derived from published rein-

forcement learning ideas with modi�cations to make them acceptable for use

in a Smart Toy6

� an brief evaluation of the implemented learning techniques; and

� the implementation of a number of simple 'games' that combine the hardware

and the learning techniques in a scenarios designed to befun

4Namely, being soft, cute and cuddly.
5Currently a wrapper around the IEEE1284 ECP parallel port [17].
6Often these modi�cations were rather intricate and involved. See Reinforcement Learning.
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The extensive scope of the broad goal means there are a numberof objectives yet

to be accomplished; these will be discussed in Future Work. However, the software

architecture is designed so that it may easily be adapted to other tasks. In addition

there are a number of �lessons learned� applicable to any project dealing with a

low-level hardware interface to a PC (or other high-level device).

1.5 Structure of this thesis

This report covers the process, results and analysis of the above objectives. It begins

with an introduction of the areas of research that are touched upon and a preview

into some of the challenges that are faced, as well the motivation, some de�nitions

and a usage scenario.

Chapter 2 covers the background. It addresses previous workdone in the areas

of reinforcement learning, plush7 Smart Toy interfaces and learning frameworks.

Chapter 3 addresses the �nal hardware design. It covers requirements, structure,

sensor capabilities, limitations, circuit schematics andthe PC-interface. Chapter 4

critically assesses the hardware development. It covers the process taken, lessons

learned, hardware alternatives (and reasons they were not used), standards used,

obstacles encountered and how they were overcome.

Chapter 5 addresses the �nal software design. It covers requirements, hard-

ware abstractions, learning architecture, properties of the implemented learning al-

gorithms and hooks for agent actions and feedback. Chapter 6discusses the im-

plementation and development of the software. It covers alternatives, learning and

reinforcement algorithm properties, tools developed, obstacles, challenges and future

implications such as for concurrency and network arbitrated collaboration. These

chapters also present the design and implementation of the simple example game

that was developed.

Chapter 7 presents the experiments that were conducted in order to evaluate the

system. It covers the testing of hardware, experimental design and results, as well

as a discussion of how the simple game was used as part of the evaluation process.

7The extent to which existing Smart Toys are plush is arguable.
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Chapter 8 gives a critical analysis of the results and coverage of the evaluation ex-

periments and of the entire system; it discusses the e�ectiveness of the experiments,

the 'fun factor' and feasibility for future development.

Chapter 9 presents possible future work. It covers what still needs to be done

to achieve an e�ective Smart Toy, further evaluations that could be performed,

extensions to the hardware for feedback and expanding the sensory capabilities,

some possible game scenarios that could be implemented and other learning and

reinforcement techniques that could prove to be e�ective.

The conclusion summarises the project goals and the currentstate of the system.

Appendices are included for the software API.



Chapter 2

Background

2.1 Reinforcement Learning

2.1.1 Terminology

This section lists some reinforcement learning terminology used in the following

sections. The order is intended to give a gradual introduction to reinforcement

learning.

agent Central to a reinforcement learning environment is an agent. This is an entity

immersed in the learning environment, which performs actions to change the

state of the environment. Agents in this project are allSulleys1.

environment This is the external system in which an agent is immersed. It repre-

sents all that an agent can perceive and act upon.

sensor Agents perceive the state of their environment using sensors. A sensor can

correspond to a physical transducer or a simulated feature-detector. However,

because this thesis covers a lot of hardware aspects,sensor will be used only

to refer to the physical type (i.e. hardware). The termpercept will be used to

refer to the corresponding software abstraction.

1Experiments todate have only been conducted with a single Sulley. The architecture is designed
to support multiple Sulleys, collaborating, in future.

9



2.1. Reinforcement Learning 10

state This is essentially a summary of the past history of the system, including the

value of percepts and recent decisions that have been made.

action An action is any change that an agent can apply to the environment.

model A model in this context is an agent's interpretation of the environment. It

maps state-action pairs to probability distributions overstates. However, it is

not essential that every agent uses a model of its environment.

reward A reward is a scalar value representing the desirability of astate or action.

A reward function is used to determine this value, which is used to determine

planning goals.

value function This is simply a prediction of the cumulative future reward.

policy This is the decision-making function of the agent. It represents a mapping

from states to actions.

actor-critic This is an agent architecture, where an actor carries out a particular

policy, while a critic evaluates the actor's policy. The result is a symbiotic

learning process of policy and evaluation.

average-reward In this architecture, the agent's goal is to maximize the expected

payo� per step. They are applicable to discrete problems where the goal is to

maximise the future cumulative reward.

Markov Decision Process (MDP) This is a probabilistic model of a sequence

of decisions. States must be able to be perceived exactly. The current state

and action selected determine a probability distribution on future states. In

such models, the outcome of applying an action to a state depends only on

the current action and state (and not on preceding actions orstates). [41]

Temporal Di�erence (TD) This is a class of learning methods, whose decision

is made based on comparisons of temporally successive predictions.
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Figure 2.1: The traditional reinforcement learning model

2.1.2 RL Background

Reinforcement learning is a learning paradigm that attempts to determine, by trial

and error, a policy that maximizes a performance measure � the reward [5]. Strictly

speaking, RL is anunsupervisedmethod. This means that examples are not classi�ed

by a teacher. However, reinforcement learning techniques can be adapted to the

problem presented in my project.

Figure 2.1 shows the traditional reinforcement learning model. At each step of

the simulation, the agent receives inputs,i, and a representation of the state of the

environment, s. The agent then chooses an action,a, to output. The action changes

the environment, and a reward,r, is generated based on the change. The agents

behaviour,B, should attempt to choose actions that maximise the cumulative future

value of these rewards.

The logical thing to do is simply replace the reward functionwith an interactive

trigger from a user. However, in practice it is not that simple, and a lot of techniques

cannot be reapplied. The challenges of an interactive, discrete reward function are

discussed in detail in Chapter 5.

However, there are two key advantages of a reinforcement learning paradigm,

which make it an attractive technique to pursue [31]. Firstly, it does not require

speci�cation of any theory of the domain. That is, there is noneed to model the
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consequences of actions, norpredict future states based on physical models. It is

su�cient to know the immediate result of any action an agent can perform. In

my project, this means that the toy does not need to knowwhat it is doing in the

semantic sense. It needs only to discover what actions it should take to make the

user happy.

Secondly, RL can be used foronline learning. This not only means that it is

possible for an agent to continually improve its performance, but also that it can

adapt to new policies. The latter does not normally apply to traditional reinforce-

ment learning � it is unsupervised and the reward function is�xed, so the optimal

policy does not change. This project explores and evaluatessome techniques for

coping with a changing reward function.

2.1.3 Q-Learning

Q-Learning was �rst introduced by Watkins in 1989 [47].Q-Learning assigns credit

in a temporal manner to choices made in recent history. Delayed rewards propagate

backwards across actions in an incremental fashion.

More formally, it de�nes a discount factor, 
 2 [0; 1) and atotal discounted return

r (t) = r t + 
r t+1 + 
 2r t+2 + ::: + 
 n r t+ n + :::

where r t is the immediate reward received by the learner at timet after choosing

the action at from a state xt . The objective is to �nd the policy � : xt 7! at that

maximises the future reward.

It accomplishes this by using a two-dimensional table of state-action pairs. The

table entries are theQ-valuesand they are updated according to Sutton's temporal

di�erence (TD) error [46] and a learning rate,� 2 (0; 1]. To explore the entire state

space, there is also a probability,� 2 [0; 1], that a random action will be taken, rather

than the current optimal policy. Note that in order to implement a two-dimensional

table, both the state space and the actions that can be takenmust be discrete� it

is not possible to learn a continuous output.
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The Q-valuesare initialised equal and then de�ned (after a dynamic program-

ming derivation) by the update rule (while in a particular state, x):

Q̂� (x; a) = (1 � � )Q̂� (x; a) + � (r + 
 V̂ � (y))

where V̂ � (x) = max a Q̂� (x; a), if the optimal policy is to be taken, and Q̂� (x; a)

for some randoma if a random action is to be taken. At the most basic level it

is essentially a probability re-distribution. Note that the optimal action is a itself,

that is, � (x) = arg maxa Q̂� (x; a).

The � value is particularly interesting for the kind of reinforcement learning

required for my project. Usually, it is initialised towards1.0 in order to explore the

entire state space, then slowly reduced to focus learning onthe optimal policy. It

is easy to see that simply preventing the value of� from reaching 0.0 will ensure a

degree of non-determinism in agamecontext, as well as leave room for adaptation

should the optimal policy change in the absence of a facilityto give negative reward

(i.e. punishment). This thesis proposes modi�cations to theQ-learning algorithm

for use in an interactive simulation.

2.1.4 Neural Network Learning

Lin [30] was one of the �rst to explore neural networks as a means of reinforcement

learning, in 1993. More recently Baird [22] and Baxter & Bartlett [2] incorpo-

rated new developments in neural networks to enhance the capabilities and speed

of convergence. However, the basis for all these methods is function estimation and

gradient descent.

Brie�y, a neural network is a black box, that maps some inputx 2 Rn to some

output y 2 Rm . This is accomplished by a sequence of matrix operations and

element-wise applications of one or more transfer functions. But what makes neural

networks interesting is their ability to learn a function:

f : Rn ! Rm

x 7! f (x) = y
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when given only a subset of approximately valid(x; y) pairs (i.e. examples). What

makes this possible, is the calculation of an error at each point in the sequence of

operations and the descent through the error surface in the direction of steepest

descent (i.e. towards zero error). The intricacies of neural networks are beyond the

scope of this thesis. For a more thorough treatment of gradient descent arti�cial

neural networks, refer to Barto et al. [1].

In the context of reinforcement learning, neural networks are useful for esti-

mating the policy function. Most commonly, this is done for applications where

the possible actions are from a continuous domain [6, 7, 14, 15, 31]. However, none

of these applications consider optimal policies that change over time and, in most

cases, they rapidly generate a limitless set of training data for their non-interactive

simulations.

However, neural networks can easily be extended to classi�cation tasks by enu-

merating classes and having eachdimension of y correspond to a single class. In

this way discrete actions can also be learned by neural networks. This thesis only

considers discrete actions.

2.1.5 Other Methods

Jordan and Rumelhard [28] discuss how reinforcement learning and standard super-

vised learning approaches di�er not so much in thealgorithms that are used, but

in the problemsthat they solve. This means there are potentially many supervised

learning approaches that could be adapted. For example, Bayesian learning methods

have not been widely applied to reinforcement learning. However, this may be due

to the well developed probabilistic foundations ofQ-learning and Markov Decision

Processes making the technique obsolete.

Hierarchical reinforcement learning techniques by Dietterich [11,12] aim to suc-

cessfully apply MDPs (whose exact solution would otherwisebe infeasible to de-

termine) by breaking the problem down into a hierarchy of smaller problems. The

value function is then decomposed into an additive combination of solutions to the

smaller MDPs using a technique the author callsMAXQ. However, for this thesis,

because the interactive user can change the value function on the �y, there is no way
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to ever determine an exact solution to any subproblem, so these techniques cannot

be applied.

2.1.6 Summary

The reinforcement learning methods described here only scratch the surface of the

techniques available. For a particular problem there are usually a variety of meth-

ods available. Kaelbling et al. [29] have compiled a comprehensive survey of RL

techniques in use before 1996. Apart fromQ-learning, the techniques mentioned

previously have been developed since this survey, and have some relevance to this

thesis.

The Q-learning technique is actually closest to the technique that was �nally

developed for this thesis. However, most of the complications arose not from the

capabilities of the algorithm, but from the somewhat perverse manner in which an

interactive user can present examples and convey the optimal policy (See Section

7.3). No currently published work could be found that addresses these characteristics

of the training data.

2.2 Toy Interfaces and Autonomous Robots

Although very little of the work is published, there is a lot of research and develop-

ment in the commercial toy industry for interacting with children using plush toys.

Dolls that require feeding and perform various bodily functions have been around

for years, and there is a lot of commercial interest. However, here I only address

plush interfaces that demonstrate some kind oflearning.

2.2.1 MIT's Chicken (for Direct Manipulation)

Perhaps the closest to the smart toy that was to be developed for this project was a

prototype developed by the MIT Media Laboratory. Johnson etal. [27] have devel-

oped the device shown in Figure 2.2 to act as asympathetic interfacefor a virtual 3D

world (after it was covered with a soft skin).Sympathetic interfaceis the term they
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Figure 2.2: Media Lab's chicken armature with attached sensors

Used with permission of the Association of Computing Machinery, Inc. (ACM)

give to the input device when it is augmented with gesture recognition technology

and a disambiguation process based on perceptual and motivational context.

It expands upon a traditional direct manipulation interface device by inferring

the intentions of the user. They call thisintentional control . This overcame lim-

itations of an earlier, tethered prototype of theirs, whichmanipulates a virtual

character by direct drive. To couple the input state to the action primitives, the

gesture recognition was trained using a Hidden Markov Model[48]. The sensors on

their device are quite sophisticated. However, they do not give an indication of the

�nancial expense required for developing the input device.

2.2.2 Hasbro's Furby

O�cial, detailed information about this toy is quite di�cul t to �nd. The o�cial

channels are mostly marketing hype2. Luckily, the toys were so annoying that lots of

2The o�cial site [23] totes the device as having processing power that exceeds that in the �rst
lunar module. But so, too, do most pocket calculators.



2.2. Toy Interfaces and Autonomous Robots 17

Figure 2.3: A photograph of aFurby

people have decided to crack theirs open and inspect the toy's guts [40]. An intact

Furby is shown in Figure 2.3. See also Section 7.3.

The following sensors and feedback were provided by the toy:

� Pet switch: a microswitch mounted on main circuit board

� Inversion switch: mounted on main circuit board

� Tummy switch: strip metal leaf switch mounted on top of the speaker

� Tongue switch: a microswitch behind the mouth

� Stroke switch: small leaf switch which monitors position ofmain gear system

� Light sensor: a photocell in the forehead

� Infra-red sensor: in the forehead

� Infra-red transmitter: an IR LED in the forehead (these are for detecting other

Furbies, when they are placed facing each other)

� Sound: a 38mm speaker mounted to belly
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� Motor speed sensor

� Microphone: 3mm mounted in the side to detect loud noises (e.g. a clap)

� A reversible DC open armature motor

Furbies were quite cheap (around AU$45 when available) but,despite the number

of sensors, the capabilities were very limited. They also did not really learn (see

Section 7.3).

2.2.3 Sony's Aibo

The learning and software architecture behind Sony's Aibo robot �quadruped�3 is

discussed in Fujita et al. [18, 19]. A photograph of an Aibo isshown in Figure

2.4. The latest generation Aibo has 40 points of movement as well as a camera,

microphone, speaker, clock, LCD display, thermometer, accelerometer and 7 pressure

sensors. The main drawback of the Aibo is the cost. Currentlythey retail for

AU$3,000.004.

In terms of learning and intelligence, the following abilities are claimed:

� Human voice recognition

� Emotions

� Response to greetings

� A �strong desire to perform�

� Friendly and curious

In relation to Aibo, the future goal of this project is to provide a cheaper, softer

alternative for children. Details of the learning algorithms are not published, so

there are research contributions to be made as well.

3Sony claims that the latest generation is neither dog nor cat.
4Source: AIBO Store http://www.sony.com.au/aibo/products/index.cfm?cati d=18975

(2003-10-21)
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Figure 2.4: A photograph of anAibo with a cat

2.2.4 Roball

Roball, the Rolling Robot [33] was patented5 in 2001, but is yet to be marketed.

It is essentially a sphere that is able to move itself around by an internal drive

mechanism. There is also a facility for user interaction through spoken commands

(e.g. �spin me�), along with detection of the appropriate action, accompanied by a

response.

However, rather than using general learning as the means forcontrol and decision-

making, it uses a prioritised decision-making process called subsumption[4]. With

the provided information, the learning does not seem to be signi�cantly more com-

plicated than a Furby. The drive mechanism is quite novel, however, and qualitative

user studies with children were promising.

It shares another thread with this thesis, in that it is an enhancement of an

existing play toy. Just asSulley is still a plush, cuddly toy; so is a robotic ball still

5US Patent number 6,227,933.
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a ball that can be rolled around6.

2.3 Creature Learning

The MIT Media Laboratory has a large number of projects underthe �Synthetic

Creatures� umbrella. Blumberg et al. [3] explore the directapplication of well-

established, real-world canine training techniques to a pup simulated on a computer

screen. The particular method they use to train their creature is �clicker training�.

Rewards are given interactively in this type of training, via a �click�. It is very

similar to the �nal method used in my own experiments conducted for this project

(Section 7.3).

However, using a simulated creature, they were able to modelmany more state

and sensor inputs than was available using the limited hardware implemented for

this project. Furthermore, their results are extremely brief, with no indication of

the passage of time, and they present a lot of limitations andfuture work that needs

to be carried out before learning is proven e�ective.

Other synthetic creature projects [24, 25] explore methodsfor maintaining and

querying complex environments for use in reinforcement learning. Again, their crea-

tures are simulated, so they can create inputs arbitrarily.It was found in my own

project that meaningful learning with very few, boolean inputs requires alternative

methods.

2.4 Summary

There are a large number of reinforcement learning architectures, and algorithms

that can be applied to my project's problem � after some tweaks. I was unable

to �nd a precedent for the unique combination of properties of the training data

available for this project, other than the creature learning.

A common theme between all thehardware is a set of sensors with a set of

feedback mechanisms, and some mapping between them. However, sometimes the

6Although, their current prototypes are rather adverse to being �bounced�.
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feedback is issued on a computer screen. The way by which the mapping is de-

termined varies greatly; from the primitive Furby, a reasoning Roball, up to the

inde�nitely complex Aibo.

Sophisticated hardware for interacting with either a computer, a user or both

is already available � at a cost. This project attempts lay some groundwork for

a generic and �exible learning architecture, that should be able to support more

complex states in the future. However, restricting the hardware to a relatively

primitive set of inputs and outputs led to some interesting challenges. Such a small

state also allowed a close analysis of the learningprogress to be performed.

Most existing, well documented reinforcement learning algorithms do not fully

support the interactive nature of the learning for this project. The process used

for the synthetic creature learning is promising, but the results and capabilities are

currently unreliable.



Chapter 3

Hardware Design

This chapter gives a high-level description of the �nal hardware design. It describes

hardware components used, how they interact and how they solve the problem. How

the components work and the development process is left for Chapter 4. I should

also state here that I am not an engineer, so my treatment of electronic engineering

concepts may be relatively rudimentary. As the reader may also not be an engineer,

I shall try to clarify references that might be obscure.

3.1 Limitations and Requirements

The following design requirements and limitations were taken into account while

designing the hardware aspect of this project:

3.1.1 Cost

An honours thesis budget is quite small so it was necessary that the components

be inexpensive. It was certainly not feasible to subcontract a hardware developer.

This limited some of the design decisions, such as the kinds of sensors that could be

used. For example, sensitive analogue accelerometers and tilt-meters1 were avoided.

1For example, Analog Devices' iMEMS ADXRS150 gyroscope handles acceleration and tilt and
retails for around AU$90 (without any account for actually using the 16-pin interface). It is similar
to the technology used for airbag triggers in cars.

22
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3.1.2 Weight and Dimensions

Because the hardware was to be placed in a toy, the hardware could not be too heavy,

nor have dimensions that would alter the shape of the toy. It was also necessary

that the toy remain huggable, which further restricted the dimensions available.

For example, it was not feasible to insert an entire PC into the toy. Even minia-

ture, fanless PCs have not yet advanced technologically to the point where this

would be possible (even if they were within budget). Embedded platforms, such

as Toshiba's PocketPC, and other PDA-style devices were also considered. How-

ever, limitations of the platform and problems with �nding a suitable interface (see

Subsection 4.1.3) meant that they could not be used.

3.1.3 Hardware Interface

Regardless of how much processing is done within the hardware, at some stage

it is necessary, at least fordevelopment, to talk to a computer. Even when fully

developed it would be desirable to keep the interface. For example, a PC interface

to the toy could be used to update the software/�rmware, as well as allow its use in

computer-arbitrated games and long-distance networking.Note that in future, the

interface may not involve a wire as it does now.

Pragmatic issues meant that the �nal implementation had no embedded pro-

cessing. That is, only stateless semi-conductors found their way into the toy. This

meant that all the processing was done by a PC, with the interface used only to

convey the outputs of the sensors. The �nal interface is described in Section 3.5.

3.1.4 Power

Every electronic device needs power of some kind. For portable devices this is

especially problematic. A battery, for example, would add to the weight and need

to be either recharged or replaced. This would then require another interface; either

a plug hole or hatch to recharge or replace the batteries.

Again, pragmatics meant that the �nal implementation did not need its own

power source. The interface chosen provides a small amount of current (see Sec-
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tion 4.5) that can be used for driving logic gates and activating low-power semi-

conductors.

3.1.5 Safety

Safety is particularly important for a children's toy, as it is for most things involving

power. Although some consideration was given to safety, thelevel of safety was not a

high priority for the initial prototype. For example, precaution was taken for wiring

to make sure there were no live wires exposed to touch, although some are exposed

to materials inside the toy2. Also, mercury switches were housed (orthogonally) in

putty 3, although it is unlikely that any safety standard would allow any amount of

mercury inside a children's toy4.

3.1.6 Sensors and Feedback

The initial requirement was just for there to be �some� sensory and response abilities.

There was freedom as to exactly what was to be sensed and how a response was to be

made. The actual methods are described in Section 3.3 and Section 3.4. However,

there is one goal that was taken on board while deciding the sensors to use and how

to use them. It is related to the desire to maintain the original function of the toy.

Because we want the toy to remain cuddly, we do not want sensors poking out;

nor should the user manipulate sensors directly. The sensors should bepervasive.

That is, the user should not know that they are activating anysensors � not even

that any sensors exist � until (learned) feedback is given bythe system.

This goal was only partially accomplished. Particularly for development and

testing, there is a requirement to have some immediate feedback for the system.

Furthermore, some kinds of sensors (e.g. light sensors) arenot yet technologically

advanced, or the technology is out of reach, to become fully pervasive. However,

2Toy safety standards (e.g. ISO 8124-2(1994), the European EN71-2(1998) and US ASTM F963-
96a-A5) already impose non-�ammability requirements. This and the small currents involved mean
that this should not be a problem (unless it eventually becomes a toy).

3Glue was not used because it could shrink and crack the glass capsule, as well as make alignment
di�cult.

4Accelerometers would avoid the mercury.
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Figure 3.1: The tether/wires trailing from Sulley's base after the operation.

embedded sensors for light detection are surely on the horizon. There already exists

�Smart Material� that can detect and produce sound, and even�ex when given given

electrical input5.

3.2 Overview

The electronic hardware consists of seven �sensors� (threemicroswitches, three or-

thogonal mercury tilt switches and an array of phototransistors), two lights (LEDs)

for feedback6 and the circuit integrating them and the PC interface. The mi-

croswitches were also placed within homemade packages (Figure 3.3) to make them

more natural to activate as squeeze sensors. This was all placed into the Sulley

plush toy shown in Figure 1.1 on page 2.

Apart from the LEDs in the doll's horns (Figure 3.6 on page 30), the only visible

part of the circuit are the two telephone wires trailing fromthe Sulley's base, as

shown in Figure 3.1. The �gure also shows some of the development PCB (Printed

Circuit Board) upon which the �nal circuit was soldered. Thepackage containing

the tilt switches and the potentiometer controlling the sensitivity of the light sensors

5Smart Material Corporation http://www.smart-material.com/
6More sophisticated feedback is currently handled by software and a PC monitor (VDU).
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Figure 3.2: A standard microswitch

are visible. The hole is easily covered and can be stitched up.

The weight added was small compared to the original weight ofthe doll. Perhaps

around 200 grams was added, with the heaviest component being the putty package

containing the mercury switches. The PCB is small (around 150 x 80 x 3mm) and

is surrounded by enough of the original stu�ng so that is is not noticeable without

a tight squeeze. The other components are discussed in the sections that follow.

3.3 Sensors

3.3.1 Squeeze Sensors

The three squeeze sensors each consist of a standard microswitch (Figure 3.2) and

a homemade package (Figure 3.3). One is placed in the left wrist and two in the

torso, around the chest. The wrist sensor is easy to activatewith a light squeeze.

The torso switches are harder to activate than intended, requiring a tight squeeze

in the correct region or some focused prodding with �ngers.

Microswitches were chosen because they are small, cheap, require only light

pressure to activate and reset themselves to anormally open state. They are also

su�ciently large, making them easy to handle and connect, and require relatively
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Figure 3.3: Illustration of a homemade microswitch package

signi�cant motion to activate, which makes them less likelyto get stuck. The exact

component was part number P7802 from Dick Smith Electronics. It is rated at 3

amps and 125V AC. Its dimensions are 20 x 15 x 7mm and they currently retail for

AU$3.28 each.

The packages are primarily to increase the area over which activation can occur

with su�cient pressure. This makes the switches respond more naturally to squeeze

activation. The packages also help to ensure that the switches do not get stuck in a

permanently closed or permanently open position. This could easily occur if stu�ng

shifted beneath the trigger or got caught in the hinge or button, for example.

The packages were constructed by me using foam, plastic froman empty bottle

and the microswitch itself. There is an illustration of one in Figure 3.3. They are

quite primitive, but they serve their purpose. The contactsof the microswitch are

pushed through slits in the bottom arc of plastic. The microswitch is then covered

with another arc of plastic, which is then fused to the bottomarc with a soldering

iron. High-density foam is then used to increase the pressure required to activate

the switch and prevent stu�ng from entering the package.
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Figure 3.4: A mercury tilt switch - closed (top) and open (bottom)

3.3.2 Tilt Sensors

The three tilt switches are each a single mercury tilt switch, as shown in Figure 3.4.

They are mounted on mutually orthogonal axes inside a ball ofwood putty. This

essentially gives booleanx, y and z readings. However, orientation of the ball inside

the doll is not enforced, so whether thex axis corresponds to horizontal tilt, for

example, must belearned (see Section 5.3).

Mercury tilt switches were used because they are inexpensive and have a simple

interface (unlike accelerometers, for example). The exactcomponent used was part

number P7860 from Dick Smith Electronics7. It operates safely between 1.2V and

14V DC and between 30mA and 1A and has negligible resistance8. Switching occurs

when the switch is between 0 and 10 degrees from horizontal. Its dimensions are

approximately 25 x 6mm and they currently retail for AU$2.78each. They are

traditionally used in alarm systems.

Wood putty was used to mount the tilt switches because it retains shape while

moulding, does not shrink (see Subsection 3.1.5), dries hard (albeit over a few weeks),

7Initially hard to obtain because: (a) their online store does not ship it due to the hazardous
mercury; and (b) it is a very popular item for shoplifters, so stores were often out of stock without
them knowing it.

80.04 Ohms at 1.5V DC.
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Figure 3.5: One of the phototransistors used and its schematic symbol

and is light, cheap and easy to obtain. The product was Selleys �Special Putty� and

currently retails for AU$8.52 for 400 grams from Mitre 10.

3.3.3 Light Sensors

An array of three phototransistors in parallel is used for sensing light. One is shown

in Figure 3.5. They are situated on the spine of Sulley's upper back and are stitched

in to be almost un-noticeable. They were wired as shown in Figure 3.7 with resistors

in parallel; one a (variable) potentiometer, to allow �ne adjustment of the sensitivity.

The result is that the array is triggered when a certain (adjustable) light level is

obtained. It is currently set to activate in approximately computer lab levels of

brightness and deactivate when in shadow.

Phototransistors react quickly to changes in light and and can achieve much

lower resistances9 than the more common CdS10 light dependent resistors, hence

their use. The exact device used [35] is no longer available for sale. Its current

varies from 1 nanoamp (dark) to 1 milliamp (1000 millicandelas at 5cm) and it

reacts to changes within 7 microseconds. A substitutable device is the Z1945 from

Dick Smith Electronics, which currently retails for AU$2.89.

While the present reading taken from the sensor array is boolean, it still outputs

an analogue value. Adjustment of the potentiometer places it in a range that crosses

the TTL high/low crossover of the interface. Future developments could incorporate

9A requirement of the parallel port interface and for simplicity. See Section 3.5.
10Cadmium Sulphide - a chemical compound used in their manufacture.
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Figure 3.6: An LED in Sulley's right horn

an ADC11 or read the analogue output directly for more precise measurements of

the light levels.

3.4 Feedback

In the hardware sense, feedback is currently quite limited,continuing the simple,

boolean trend of all the sensors. Two low-power red LEDs12 were attached to the

horns, as in Figure 3.6. High-intensity LEDs [10] were used initially, but were found

to be too delicate. They were stitched in and wired through the body of the doll to

the PCB. These can be controlled independently of each otherand the rest of the

circuit, through the PC interface. Other feedback for the simulations is currently

handled by a VDU on a PC.

Output of sound is also possible via the PC sound card. Individual WAV �les can

be bound to an action in the same way as each LED. This would make the possible

outputs virtually limitless. Connecting a speaker would also require little e�ort �

11Analogue-to-Digital Converter. For example the Motorola MC145050 [34].
12Light Emitting Diodes - small lights emitting a single frequ ency that use signi�cantly less

power and generate little heat compared to incandescent globes.
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the two spare wires in the tethering cable could be wired to a speaker at one end

(to be placed within the toy) and wired to a 1/8th stereo plug (to be plugged into a

sound card speaker out) at the other end. The programming required to accomplish

this was implemented towards the end of the project.

3.5 Parallel Port Interface

The 17 non-ground pins of the EPP13 parallel port standard are used for the com-

puter interface to the hardware. The way in which the pins areused is compatible

with the more recent ECP14 standard, but not with the older SPP15 standard. These

standards, some details of their use, along with reasons whythe SPP standard is

not compatible (and the frustration encountered discovering the number of devices

restricting themselves to the SPP standard) is discussed inSection 4.5. This section

covers how the EPP interface is used, with reference to the schematic in Figure 3.7

on page 34.

3.5.1 Pin Con�guration - Ganged Pins

Pins 2-9 � called the parallel port's �data pins� � are ganged. This means that their

directions (as inputs or outputs) are not individually controllable; all 8 must either

be inputs or outputs. These pins were set to be inputs for thisproject. All but pin

9 is wired.

� Pins 2-4 correspond to the three squeeze sensors; 2 and 3 are the sensors in

the torso and pin 4 corresponds to the squeeze sensor in the wrist. They

are normally TTL high and go TTL low when the sensor is squeezed (via

short-circuit to ground).

� Pin 5 corresponds to the light sensor array. In dark conditions, the pin is held

high. When there is enough light the current will increase and pull the input

towards ground; enough to take it below the switching threshold to TTL low.

13Extended Parallel Port, introduced in the 1980s, formalised as a standard in 1994.
14Extended Capabilities Port, standardised in 1994.
15Standard Parallel Port, developed in the 1960s and standardised for the IBM PC in 1981.
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� Pins 6-8 are the tilt switches. Whether the pins are high or low is arbitrary,

as the orientation of the sensors is not enforced. However, the orientation is

consistent and so can be learned. When the tilt changes enough, or the doll is

shaken, a subset of the switches will change their state. Thedi�erence between

a shake and a tilt can be detected, provided the shake is maintained for a short

period. This is discussed in Section 5.2.2.

3.5.2 Pin Con�guration - Output Pins

Pins 1, 14, 16 and 17 are �switchable pins�; they can be used asinputs or outputs

or both16.

� Pins 16 and 17 are used for the LEDs on the horns. Driving the output high

from software will light the LED. It remains lit until the out put is driven low.

� Pins 1 and 14 are wired, but are not used. They can be used for another input

or output component, or the wires can be detached and used foran analogue

component, such as a speaker.

3.5.3 Pin Con�guration - Other Pins

� Pin 10 is the IRQ generator. If enabled it can cause the operating system to

signal the software on therising edgeof the input to pin 10. That is, when

the output goes high from a TTL low state. Pin 10 is not used in this project.

� Pins 11, 12, 13 and 15 are input-only pins. They are not used.

� Pins 18-25 are ground pins. Pin 18, only, is used to complete the circuit from

the input and output pins in order to pull an input pin low, or sink the current

to power an output pin.

16This is achieved by using tristate bu�ers.
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3.6 Circuit Design

A circuit schematic for the �nal hardware con�guration is shown in Figure 3.7.

There were no tricks used in its implementation. A development PCB17 is soldered

using pin 18 for ground and individual pins for power. It sitsin the lower section of

Sulley's torso.

Individual wires from household telephone cables were usedto connect the sen-

sors and LEDs placed around the doll to the PCB. Two whole telephone cables were

soldered to the PCB, which connect to a standard 1284-A 25-pin Dsub connector,

to be plugged into the parallel port.

The resistor and potentiometer sit on the PCB for adjusting the sensitivity of the

light sensors. A diode helps protect the circuit (especially the LEDs) from backward

current. There is plenty of space remaining on the PCB, and two unused channels

to I/O pins that can be used for future development.

17These are single layer boards that mimic the operation of a WISH solderless breadboard. See
Section 4.2.
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Figure 3.7: Circuit Schematic for Sulley



Chapter 4

Hardware Development

This chapter goes into more detail about the hardware aspects of the project. It

concentrates on the development process along with the obstacles that had to be

overcome. It explains why a lot of other alternative implementations were infeasible

or undesirable.

4.1 Electronic Interface Alternatives

The interface alternatives in this section were all researched and found to be infeasi-

ble, overly complex or unnecessary. In some cases insu�cient documentation meant

that experimentation was also required to investigate the feasibility.

4.1.1 Serial Interface

This is the most common interface peripherals1 use for communicating with a PC.

Flavours include PS/2, USB and RS-232. RS-232 is the standard for the IBM

�COM� port to which mice used to be connected (many modems still are) and is the

�avour that was investigated for this project. PS/2 ports are usually all occupied,

and USB was rejected early because of its burden of complexity. However, most of

the reasons for not using RS-232 apply to all serial interfaces.

1VDUs and printers aside, although these are usually balanced by a keyboard and mouse.

35
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RS-232 is used by Matlab as the interface to communicate withmany of the

sensors that it supports (such as various measuring devices� Doppler speedometers,

for example). This was promising, and much of the documentation for the standard

was sourced from the Matlab site2. However, the main problem with this interface

� and all serial interfaces � is clocking.

Clocking requires frequency generators, and clock-activated streams of bits to be

sent down a single wire, which requires state information. This was all beyond the

level of engineering I am comfortable with, even if there were su�cient time and

resources3 available to develop the circuitry.

Of course, the logical follow-up action is to see if there is asuitable hardware

abstraction of the standard, which someone has developed before (with associated

drivers). An example is discussed next.

4.1.2 Dick Smith Analogue Parallel Port Interface

The research group has in its possession an analogue experimentation kit from Dick

Smith Electronics. This kit promised a software interface to arbitrary analogue

readings from a range of connectors on a separate hardware device.

There were a number of problems with this solution. Firstly,size; when this

alternative was �rst investigated it was still hoped that an untethered toy would

have been possible. The intermediary interface hardware was too large (160 x 95 x

70mm) to �t inside the doll.

Drivers for the kit were only written for Microsoft Windows, and there was no

documented programming API. Only a Windows program for collecting data and

exporting to a �le was bundled. The alternative, reading theoutput direct from the

device, proved to be fruitless, because the protocol was notdocumented.

Finally, the kit is old and obscure. No support nor development community could

be found for assistance in using the kit. However, resourcesfound and experience

gained while experimenting with this kit assisted development of the �nal solution.

2Matlab: Overview of the Serial Port http://www.mathworks.com/access/helpdesk/help/
techdoc/matlab_external/ch_seri3.shtml

3Oscilloscopes, multimeters, frequency generators, controller chips, etc.
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4.1.3 PDA (PocketPC, iPac, Zaurus, etc)

A PDA was considered early on as an alternative to recent wireless technology that

was o�ered from a third party (See Subsection 4.1.4). PDAs are small enough and

light enough to be put into the toy, and they can execute sophisticated programs.

The primary candidate was the Toshiba PocketPC. It has embedded wireless capa-

bility, as well as high �delity sound input and output.

The main problem with the PocketPC (and all PDAs) was interfacing the hard-

ware. The PocketPC has an adaptor that gives it USB. Third parties have developed

USB to RS-232 adaptors4 that are available for sale with drivers for the PocketPC5.

However, serial data communication was found to be undesirable (Subsection 4.1.1).

There are also parallel port adaptors, but because of the serial nature of the

USB port, much of the processing is done by the drivers. The adaptors discovered6

do not provide drivers for embedded platforms. There are also PCMCIA parallel

port adaptors7, but the PocketPC does not have a PCMCIA slot. Finally, there

is a Compact Flash (CF) card that provides a parallel port connector and drivers

for the PocketPC8. However, there were no speci�cations published and an email to

the manufacturer revealed that the adapter only supported the SPP parallel port

standard, which did not meet the needs of this project (see Section 4.5).

PDAs were �nally abandoned as a feasible solution. However,by adopting a

standard interface (IEEE1284 EPP) future development may include a PDA, if a

suitable adapter is found.

Other general purpose embedded platforms such as the TINI [8], which includes a

Java Virtual Machine, were also considered. However, thesewere found to have very

low-level interfaces to peripherals and so were not investigated further. Miniature,

fanless PCs [13] were found to be too heavy (still) as well as prohibitively expensive.

4e.g. Aten USB to DB9 Serial Adapter http://www.cdw.com/shop/products/default.aspx?
EDC=325871

5USB to Serial solution for e740http://www.pc-counselor.com/u2s.htm
6e.g. D-Link DSB-P36 http://www.cdw.com/shop/products/default.aspx?EDC=1 70856
7e.g. SPP-100 PCMCIA-EPP adapter http://www.linuxjournal.com/bg/product.php?

product_id=955
8NextwareHouse 501-00A-X Parallel Port Compact Flash Cardhttp://www.datadrive4all.

com/prod.cfm/11592/NextwareHouse/501-00A-X
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There is also the issue of providing power to be considered.

4.1.4 Microcontroller

The initial momentum for this project was as a proof of concept for some recent

developments in wireless technology. Unfortunately, development in this direction

did not proceed. However, to the extent of the speci�cationsthat were provided,

the interface chosen is compatible.

Generally speaking, a microcontroller is the only cost-e�ective implementation,

should the project eventually progress to a Smart Toy. A generic microcontroller

can be reprogrammed to support many control functions. However, those available

are 8-bit and do not have the ability to handle �oating point numbers intrinsically.

This would make adapting standard learning algorithms di�cult.

An alternative would be for the microcontroller to perform only two functions:

collect sensor readings and send a packet containing them over a wireless connection.

This is within the capabilities of the available microcontrollers. However, achieving

this is beyond my own engineering expertise and the resources available. Assistance

was not readily forthcoming.

Although the microcontroller alternative was abandoned, development progressed

with a microcontroller in mind. A standard hardware interface was used and the

software architecture was developed in a modular fashion, with easily adaptable in-

terfaces for hardware inputs and outputs. The software architecture is discussed in

Section 5.2.2.

4.2 Breadboards

For developing the circuit shown in Figure 3.7 on page 34, a solderless WISH bread-

board was used, as shown in Figure 4.1 before and after experimentation. Four

busses run the (horizontal) length of the board � two at the very top and two at the

very bottom. The other holes are electrically connected vertically in sets of �ve.
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(a) Before Development (b) After Development

Figure 4.1: A solderless WISH breadboard.

This allowed development of the circuit without soldering.A parallel port ribbon

cable was connected, then components were interchanged andvarious circuit designs

were tested before deciding on the �nal design.

4.3 Gates and Debouncing

Pragmatics delayed the decision of which interface to use. As such, initial devel-

opment was designed to handle contact debouncing, which is aproblem for most

digital circuits using mechanical switches.

If the client software was interrupt-driven, whenever a microswitch or tilt switch

changed state, there would be many triggers with alternating high/low readings.

This is a result of the contacts not connecting cleanly9. The EPP standard supports

an interrupt request on pin 10. If a switch was connected to this, either directly or

indirectly, it would have to be debounced.

Switch debouncing for interrupts was tested using NAND gates [39] and the

circuit in Figure 4.2. It was found to be e�ective. Remnants of the circuit are

visible on the right of Figure 4.1. The parallel port librarydiscussed in Section 6.1

supports interrupts nicely. Interrupts were not used in my �nal implementation.

However, they would be required in a future PC-arbitrated implementation in order

to �wake up� from a sleep state, for example.

9If the voltage is su�cient, you'll see sparks. Five volts, fr om alkaline batteries, is su�cient.
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Figure 4.2: Switch debouncing circuit (NAND latch)

4.4 The Operation

Once the �nal circuit had settled, a PCB breadboard was used to provide a smaller

and lighter, yet more robust circuit. This was soldered by meat home (Figure 4.3).

Wires through the doll for the various sensors all make theirway via the PCB to

the parallel port.

Once the circuit was soldered, Sulley was operated upon. The�rst cut (Figure

4.4) was very traumatic for us both. Sulley became very de�ated afterwards (Figure

4.5). Before I �nally put him back together again (Figure 3.1on page 25).

4.5 More on the Parallel Port Interface

This section brie�y summarises the relevant information contained in [16,17,20,45],

which (as a whole, at least) provide a thorough users guide tothe PC parallel port.

It will explain why some of the decisions mentioned previously had to be made.

4.5.1 Standards

The Centronics Standard Parallel Port (SPP) was developed in the mid-1960s as an

8-bit unidirectional host-to-printer connection and became widely used. It became

a de factostandard with the introduction of the IBM PC in 1981, de�ning a 25-pin
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Figure 4.3: Soldering the PCB

Figure 4.4: The �rst cut
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Figure 4.5: Removing the stu�ng

DSub connector with 8 unidirectional data lines, four control lines, �ve status lines10

and interface timings.

The IBM PS/2 computer introduced a bidirectional port (referred to as Type 1)

in 1987, which allowed the 8 data lines to be used as inputs, but it is not an industry

standard. The Enhanced Parallel Port (EPP), introduced by Xircom/Zenith and

Intel in 199111, allowed asymmetric bidirectional transfers. The Extended Capabil-

ities Port (ECP), introduced by Microsoft and Hewlett Packard in 199212, added

symmetric bidirectional transfer and DMA capabilities.

The number of inputs required for this project means that thedata lines need to

be used as inputs, so an EPP-compatible interface is required. Most printers restrict

themselves to the SPP protocol � parallel Zip drives and scanners, for example, do

not. Unfortunately, most of the development in adapters forhandhelds was geared

towards printer support, and so there is a distinct lack of EPP support for them.

10These �ve lines are from the peripheral to the host.
11The �rst version was not an industry standard. EPP1.7 is a pre-rati�ed standard. EPP1.9

was rati�ed in IEEE1284 as a standard in 1994.
12The standard was rati�ed, unchanged, into IEEE1284 in 1994.
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Hence, the toy currently remains tethered to a PC, and not talking to a PDA.

4.5.2 Low-level circuitry details

In order to implement the low-level interface to the parallel port, it was necessary to

know low-level details of the standard. These include the types of gates used, power

provided, TTL switching levels and power sinking capabilities. Without considering

these details, the implemented circuit may malfunction or the parallel port itself

may become damaged.

Most importantly, the gates of the 74LS374 octal latch13 �oat high and need to

be pulled low. It is not enough to present a low voltage on the pin in order to get

a �low� reading. Without a separate power source, this meansa connection needs

to be made from the pin to the parallel port ground14, which makes basic digital

circuitry slightly harder. This is overcome by a more directapproach to the circuit

that avoids using my own TTL. Hence the switching levels15 were not an issue for

all but the light sensors.

Other important �gures were the power capacities. The standard output pins

are able to source up to 2.5mA and maintain a voltage of 2.5V when set �high�. This

is su�cient current to power most small LEDs. Input pins should be able to sink

up to 20mA if they are to meet the standard.

4.5.3 Other details

Other parallel port details such as addressing, naming, registers, timings and pin

inversions were able to be avoided, thanks to the parallel port library used. These

details are in [45].

13This is what the pins were originally driven by. The standard does not specify an exact chip,
but most implementations should be compatible.

14TTL gates do not like doing this � only very little power is sou rced (otherwise, there would be
no way to present a �high� output with two �low� inputs on a NAN D gate, for example).

15A �high� is measured between 2.4V and 5.0V. A �low� between 0.0V and 0.8V. Between 0.8V
and 2.4V, it is not speci�ed. However, each implementation will have a roughly consistent switching
point.



Chapter 5

Software Design

This chapter discusses the requirements, functionality and design of the software

implemented for this project. It contains information to use and extend the archi-

tecture and a rationale behind it. Implementation details are in Chapter 6. Salient

parts of the API are found in the appendices.

5.1 Requirements =) Features

The software requirements fall into four categories: the hardware interface, learn-

ing, the Sulley interface (RL model) and applications. These became the top-level

modules for the implementation and will be described in detail separately. Note

that the requirements that follow in this chapter are all implemented (unless stated

otherwise), so they are also features.

5.2 Hardware Interface

5.2.1 Requirements

The hardware interface hides details of the hardware interface from the client. The

goal is to provide a clean API to theprotocol used to communicate with the hardware

(Sulley). The protocol and interface are described in the following section. It is

implemented inclass ParaMon. It needs to:

44
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� Set and read the parallel port data registers

� Interpret these registers to enumerate inputs (sensors) and process outputs

(LEDs)

� Handle �uctuating inputs and either ignore (until it settles) or indicate that

it is unstable to the client

� Inform a client when an input changes (and settles on a new value)

� Allow a client to query how volatile an input is, using a granular scale

5.2.2 Sensor Abstraction

Sensor abstraction is accomplished using a wrapper around the parallel port interface

used by the hardware. Pins are enumerated from 1 to 17. The interpretation of the

pins is handled by the Sulley interface. Further abstraction is not used because, in

most cases, knowledge of the semantics of each pin is not required � the learning

algorithms operate by looking at the state as a whole. The APIfor the hardware

interface is in the appendix.

The hardware is polled at regular intervals to determine notonly the current

state of a sensor, but also to detect patterns in state changes. For example, if the

user shakesthe toy, tilt sensors will begin to �uctuate. This will be picked up and

reported to the client as a measure of how volatile the sensoris in recent history.

At a smaller scale, this also takes care ofdebouncingthe inputs (see Section 4.3).

The client can register functions to be called whenever the state of a pin changes

(callbacks). There is no limit to the number of functions foreach pin. This allows

the polling to be abstracted. The client can be informed whenan input becomes

volatile, appears to be regularlychanging (e.g. shaking), or becomes stable active

or inactive.

At any time (including from a callback) the user can manuallyset the state of

any pin. If this is an output pin, the corresponding hardware(e.g. an LED) will be

activated or deactivated, depending on the state speci�ed by the client. Callbacks (if

there are any) for the activated pin will also be triggered when the current callback
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returns. If an input pin is speci�ed, the pin will immediately return to its old state,

but any callbacks for the pin will be triggered again (for both states).

5.3 Learning

5.3.1 Requirements

Machine learning libraries are widely used and implemented. However, in this case,

initial development was geared towards a learning implementation that could run

on a microcontroller. Such an implementation would requireminimal and �nely

adjustable state (i.e. memory usage), as well as workarounds for the plethora of

limitations one tends to �nd on a microcontroller. For example, addressing and lack

of a �oating point type (or even multi-byte types).

Additional work (and necessary code in�exibility and inelgance) would be re-

quired to satisfy the requirements of a microcontroller implementation. When it

was found to be unlikely that a microcontroller would be available to even test the

code on, this requirement was abandoned. Subsequent searches for existing, free

learning packages did not yield a solution that meets the following requirements:

� Runs on a PDA

� for example, it is unlikely that Matlab, the closest to meeting the other

requirements, will run on an embedded platform in the near future

� Provide a consistent, high-level (abstract) interface to all learners that:

� recognises that learning is simply function estimation, for a domain and

range ofarbitrary types

� standardises the presentation of training examples and function inputs so

that generic batching algorithms can be written that work for all learners

� provides a �exible, object oriented approach to implementing new learners

� the interface is implemented in

class GenericEstimator <DOMAIN, RANGE>(Figure 5.1(b))
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Network
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(a) Neural Network Inheritance Heirarchy

Classifier< DOMAIN >
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+ Classifier()
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+ operator()()
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+ learn()
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+ ~Classifier()
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GenericEstimator< DOMAIN, RANGE >

 

+ est()
+ est()
+ operator()()
+ learn()
+ learn()
+ ~GenericEstimator()

est

(b) Classi�er Collaboration Diagram

Figure 5.1: Classes from the Learning module

� Provide an adapter interface for reinforcement learning

� in some cases, this is simply a cache of recent (non-training) input values,

their associated (estimated) outputs and a method of determining a target

from these values from which to train

� it is incorporated into the rest of theenvironment (Section 5.4)

� more recent (complex) learning algorithms, however, require a more in-

volved adaptation

� this is particularly true for continuous reinforcement learning algo-

rithms (e.g. temporal di�erence learning [14,46])

� this is an extension to the estimator, with the latter problem being solved

in an ad-hoc manner for the individual learning algorithms implemented

(POMLearner, GradLearner in Figure 5.4(a))

� Provide an adapter fornon-deterministic reinforcement learning via classi�ca-

tion
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� the non-determinism is intended to make learning morefun and present

the full scope of possible action during early training (i.e. without getting

�stuck� in a sub-optimal pattern)

� it is a formalisation of what is sometimes dealt with by �adding noise� to

the training data, whereas here the non-determinism is probabilistic

� the implementation is an adapter to the learning wrapper, in

class Classifier <DOMAIN> (Figure 5.1(b))

� Support training of the unique characteristics of the data being used for rein-

forcement learning in this project

� this was �rst introduced in Subsection 1.2.3 of the motivation and is one

of the main contributions of this thesis

� the training needs to:

� work for an in�nite supply of examples, whose validity expires over

time

� work in the context of interactivity; that is:

� wait for user input before knowing a target to adapt the learner

� attempt to be entertaining (i.e. not completely predictable and

explore all possible actions)

� continue to work and adapt if the user changes their mind (i.e.

changes the reward function)

� work for discrete training examples, which cannot be automatically

generated

� work for the reasonably unsophisticated (boolean) inputs of the sen-

sors

� a generic framework is implemented inclass Trainer <DOMAIN, RANGE>

� environment-speci�c models are implemented as part of the Sulley inter-

face
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The following requirements apply to the implementation of aconcrete instance of

the high level interface � a Neural Network. Here the emphasis is on elegance,

�exibility and extensibility, without obfuscating the sim ple cases other libraries (such

as Annie1) handle well. It needs to:

� Allow adjustment of parameters at the neuron level

� some of the latest training algorithms, such as the Vario-� algorithm [36],

require the adjustment of parameters in individual neuronspreviously

thought to be e�ective as constants across all neurons (or all neurons in

a layer)

� this also allows greater �exibility for network construction

� for example, it allows di�erent transfer functions (or evenfunctors2)

to be used for each neuron

� a polymorphic approach allows semantics � not just parameters � to be

customised at the neuron level

� this is implemented in the inheritance hierarchy fromclass Neuron,

shown in Figure 5.2

� Automate, or simplify, the construction of diverse neuronsand their incorpo-

ration into a network

� an extensible hierarchy using the factory design pattern allows the net-

work constructor itself to ignore exactly what type of neurons are being

used

� when diverse neurons are not required, defaults are provided that can be

used in a simpli�ed manner by the client

1Annie - Arti�cial Neural Network Library http://annie.sourceforge.net/ � this is one of
the most elegant, free, C++ ANN implementations available

2This jargon term for a function object (essentially an instance of a C++ class de�ning an
operator()(...) member and behaving like a functionpointer ) is becoming widely used.
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Neuron

+ lo
+ le

+ output()
+ backPass()
+ error()
+ set()
+ setWeight()
+ out()
+ ~Neuron()

BiasNeuron

 

+ BiasNeuron()
+ output()
+ out()

InputNeuron

- v

+ InputNeuron()
+ set()
+ get()
+ output()
+ out()

LayerNeuron

# inputs
# weights
# prevWeights
# ins_sz
# func
# column

+ LayerNeuron()
+ setTransferFunc()
+ output()
+ backPass()

HiddenNeuron

- oweights

+ HiddenNeuron()
+ error()
+ setWeight()
+ out()

OutputNeuron

 

+ OutputNeuron()
+ error()
+ setWeight()
+ out()

RBFNeuron

 

+ RBFNeuron()
+ output()
+ backPass()

Figure 5.2: Neuron Inheritance Hierarchy (extensible)

� this is implemented in the inheritance hierarchy from classNeuronFac-

tory, show in Figure 5.3

� when a new type of neuron is developed, a corresponding factory can be

inserted at the same place in the hierarchy

� this allows a client to use the new neurons without modifyingthe

neural network construction code

� Provide an implementation of the neural network itself (class Network )

� the current implementation uses gradient descent back-propagation

� RBF neurons use the RBF training rule

� the Network interface and the RBF constructor are shown in Figure 5.1(a)
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Figure 5.3: Inheritance for the default, template Neuron factories implemented

Note that LayerNeuron is abstract, and just represents the common parts of
hidden and output neurons, so there is no corresponding factory for it

5.3.2 Learning Interface

There are a lot of requirements and the focus is on �exibilityand extensibility rather

than e�ciency. The result is a general tool for reinforcement learning (as well as

learning in general), which can (hopefully) adapt to futureresearch developments,

without drastic changes to client code.

The design chosen allows a variety of algorithms that vary widely in their imple-

mentation to be adopted to the same task. At the highest level, a GenericEstimator

(Figure 5.1(b)) allows a client to learn a function from an arbitrary domain to an

arbitrary range. It is the shell of the black boxfor a neural network, for example.

Training examples are presented in succession and an estimation of the function

output can be requested, given the function input.

A decoupledTrainer hierarchy is in development for more sophisticated training.

However, for this project, established training methods could not be used due to the

interactive nature of the input. For this reason, development of this aspect was not

pursued.

Speci�c implementations will most likely restrict the domain and range to types

that their algorithm supports. For example, a neural network will learn a function

f : Rm ! Rn . The client needs to know the type to present the examples. Although,

for many types there are implicit conversions. Otherwise, the client can use their

own types and write their own conversion operators.
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The Classi�er adapter3, also shown in 5.1(b), adapts estimators for use in classi-

�cation. It adapts a GenericEstimator from some arbitrary domain,A, to a vector

of reals to learn a functiong: A ! f 1; 2; :::; ng, where n is the number of classes.

A simple probability distribution is used to determine the class by maximum likeli-

hood. There is also the capability to report a variety of statistical measures, as well

as a query for the underlying evidence.

For the non-deterministic learning used in the game simulations, a class can be

chosen probabilistically. This is useful because it gives an element of unpredictability

to the user and allows all possible actions to be explored. For example, the user might

not know they wish the toy to do a particular thing in a particular environment,

unless all actions possible have been performed in that environment.

5.3.3 Neural Networks

The neural network implementation is also designed to be �exible and extensible. It

is a departure from the traditional implementations of neural networks implemented

using matrix operations (in the mathematical sense). This would remove the �ex-

ibility of fully customising a neural network. Instead, most of the calculations are

deferred to the neurons themselves, which can be constructed on an ad-hoc basis.

More details about the implementation will be described in Section 6.2.

Three neural network templates are implemented, as shown in5.1(a). The de-

fault Network implements a backpropagation (Hop�eld) neural network with a single

hidden layer. It �ts into the learning interface by extending the functionality of an

Estimator in the function domain Rn ! Rm .

LayeredNetworks provide backpropagation networks with multiple layers. These

networks were not used for this project. This is because theyrequire a large amount

of data to train and, for our purposes, would be prone to extreme over-�tting due

to their large number of free parameters.

Radial basis function networks were also implemented (RBFNetwork). The net-

work itself is merely a constructor � theRBFNeuron (Figure 5.2) does the interesting

3That is, an instance of the adapter design pattern.
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work. These networks are well suited to the needs of this project due to their ability

to train on relatively few examples. However, their suitability for classi�cation and,

perhaps, non sensical data (that is, where small changes in state may have vastly

di�erent actions) has not been determined.

To create a network, a client can specify thenumber of neurons in each layer

and a set of factories to generate thefeaturesof neurons for each layer. The default

factories provide neurons with sigmoid transfer functions, momentum, a constant

learning rate and a few other defaults. With the default factories, a client need only

specify the number of neurons in each layer.

A client can derive the relevant class in the factory hierarchy (Figure 5.3) to

provide neurons with customised parameters and semantics.For full customisation,

a client can inherit from the network itself.

5.4 Sulley Interface

5.4.1 Requirements

The Sulley interface is the controller for the �Smart Toy� part of the software. It

needs to abstract the following functionality:

� A central controller to coordinatestate (class SulleyBase )

� the controller is derived for inputs via either the hardwareinterface (par-

allel port) or through the keyboard

� the latter is provided for debugging and initial simulations to exper-

iment with collaboration

� a similarly implemented derivation could provide a �virtual� Sulley,

with AI (future work)

� the inputs provide one part of the information fed into the learning

algorithms

� The state is theenvironment used as part of the reinforcement learning

algorithms



5.4. Sulley Interface 54

� the inputs and feedback from the simulationcontinuously update the

environment

� the environment is then used as the input to the learning algorithms

� A way of informing whether a behaviour wasgoodor bad(class SulleyLearner )

� this hooks into the reinforcement learning algorithms via derived classes

� this information and the current state is used to derive areward function

� A way of triggering actions, based on the current state (class SulleyActor )

� this hooks into the various applications (e.g. games) via derived classes

(Figure 5.4(b))

� An architecture for the coordination of these components

� it needs to leverage the functionality provided by the learners for the

unsophisticated inputs (and state held within theSulley) to maximise

the e�ectiveness of the estimated output in order to triggerparticular

actions

5.4.2 Reinforcement Learning

Reinforcement learning aspects of the project that were notable to be generalised

(i.e. to the generic architectures) were encapsulated in the Sulley classes. There are

three hierarchies.

Classes deriving fromSulleyBaserepresent the environment (state and percepts)

available to a Sulley agent. There are currently two leaves �one monitors percepts

from the hardware interface and parallel port, the other monitors the keyboard for

percepts.

A Sulley agent can have any number ofSulleyActors, which represent the ac-

tions that can be performed by the agent. This is the second hierarchy. For the

experiments in Section 7.3, aSulleyMazeis derived from SulleyActor to represent

the turning functions (see Section 7.3 for an explanation).
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SulleyLearner

+ delay
+ max_window
+ num_outputs
+ running
# sulley
# size
# ptr
# window

+ SulleyLearner()
+ output()
+ lastGood()
+ lastBad()
+ ~SulleyLearner()
+ run()
- SulleyLearner()

POMLearner

- pommap
- lastp
- lastx
- learn_rate

+ POMLearner()
+ lastGood()
+ output()
+ lastBad()
+ getNet()

SulleyGradLearner

- nn_sem
- learners
- last_output

+ SulleyGradLearner()
+ output()
+ lastGood()
+ lastBad()
+ getNet()
# learn()
# run()

(a) Sulley Reinforcement Learners

SulleyMaze

 

+ SulleyMaze()
+ actionInfo()
+ operator()()

SulleyActor

# sulley

+ SulleyActor()
- SulleyActor()

SulleyBase

+ printAction
# state
# cache
# actions

+ SulleyBase()
+ ~SulleyBase()
+ getState()
+ addAction()
+ good()
+ good()
+ bad()
+ bad()
+ act()
+ stateString()
+ startLearning()
- SulleyBase()

sulley

(b) MazeSulley Collaboration Diagram

Figure 5.4: Classes from the Sulley interface

Note: In SulleyGradLearner, learners is a collection ofEstimators

When an action is added, a learner for that action is also required. A learner

can correspond to more than one action, a single action can have multiple learners,

and di�erent learners are permitted to produce di�erent actions when presented

with identical state. This is the �nal hierarchy, individua l learners from the generic

interfaces are adapted for reinforcement learning.

The SulleyLearner base class implements most of the functionality for infer-

ring the learning rule based on the observable state (referencing an instance of

SulleyBase) and reward. Reward can be applied through the learner, through the

SulleyBase to all learners or through the SulleyBase to an individual learner. For

this project, choices for reward are deliberately restricted to begood or bad (or no

reward).

POMLearner implements the modi�edQ-learning algorithm discussed in Section
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6.3.2. SulleyGradLearner adapts neural network-style (i.e. function estimation)

learners to reinforcement learning tasks. For the latter it, is also possible to begin

training the network in a separate thread. However, concurrent, non-interactive

training in the background was found to be detrimental in initial tests.

5.5 Applications

In the context of a Smart Toy, this project looked at games as the main application.

Many feasible games were not explored in depth due to time constraints and are

discussed in future work. The game developed in full is primarily for the evaluations

in Section 7.3. However, the requirements that follow are desirable to have for any

game.

5.5.1 Requirements

To assist the qualitative evaluation of the �fun factor� of the toy, and demonstrate

the functionality of the hardware, some games are required.Exactly what the games

are is not a speci�c requirement, but they should:

� Try to be fun

� Use the reinforcement learning techniques and interface architecture e�ectively

� Allow the reinforcement learning techniques to be evaluated

While not done for this project due to time constraints, the games in a �nal Smart

Toy should also:

� Use only the inputs and outputs of the Smart Toy (i.e. don't use a VDU)

� a VDU is currently used because of the limitations of the current inputs

and outputs implemented so far

� Provide auditory feedback through the Smart Toy
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� the software for this is implemented (a WAV �le is an action that is

triggered in the same way as one of the LEDs)

� Other possible game features are discussed in future work (Section 9.2)

5.5.2 Maze Simulation

The maze simulation, and the encapsulated actions (turning), is implemented as

a subclass of SulleyActor. This is the manner by which all applications can be

implemented. The simulation starts by randomly generatinga maze and placing a

goal at the end of the longest path through the maze. More about the simulation

is discussed in subsection 7.3.4, along with a walkthrough of its operation in the

context of the experiments.



Chapter 6

Software Implementation

This chapter discusses some implementation details of the software component of

the system. It covers the software libraries and algorithmsthat were used, along

with any modi�cations made to them for this project. Finally it has a brief look

at the code organisation. A more thorough treatment of the API is left for the

appendices.

6.1 Parallel Port Interface

The ParaMon class is a wrapper around Elson's PARAPIN library [16]. The library,

written in C, provides a pin-level interface for getting andsetting the parallel port

registers. A wrapper for the library was required for a number of reasons:

� It gives an object-oriented interface to the hardware

� it encapsulates the polling execution thread, allowing clients to be noti�ed

with callbacks

� it maintains a history, from which pin volatility (debouncing and shaking) is

determined

� the result is that it gives the boolean sensors a third state �changing

� a more granular scale of the volatility is also possible, based on changes

in recent history (if the pin is in either of the changingor volatile states)

58
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6.1.1 Hardware Interface Con�guration Parameters

This subsection describes the adjustable parameters in theinterface that a�ect the

experiments. The default settings (the settings used for the experiments) are in

brackets.

VOL_WINDOW (3) This is the size of a volatility block used to determine the

stability of a particular pin. A block is volatile if the values are not all equal.

Increasing this value makes the interface less sensitive, and increases latency.

HIST_LEN (9) This is the amount of history kept. The �rst three blocks are

used to determine whether a pin isvolatile or changing (see Section 5.2.2),

so it must be at least three times VOL_WINDOW. If it is more, a longer

history is kept for each pin, and the range of the (granular)volatility function

is increased. Increasing it does not e�ect the latency.

trigger_vol (false) If this is true then callbacks will be called when a pin enters

the volatile state. Usually they are ignored. When it istrue, an additional

call is also made if the pin settles back to its old state.

micropoll (20000� s) This is the polling interval. It was discussed in 5.2.2.

6.1.2 General Notes

Initialisation of the PARAPIN library must be done while the e�ective UID of the

process is root. If the program is setuid and owned by root, orif the real UID is root,

then this is automatic. This initialisation occurs in a static initialiser associated with

the wrapper, to initialise the library beforemain() is called.

6.2 Generic Learning Algorithms (GD and RBF)

Although Gradient Descent and Radial Basis Function neuralnetwork algorithms

and data structures were fully implemented for this project, the interesting aspect

is the designof the implementation. It was the design that allowed the techniques
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learn_base.h

neural.h

sulleylearn.h

sulley.cc sulleylearn.cc

neural.cc

training.h

(a) Generic learning

nnfunc.h

neurons.h

factories.h

neural.h

sulleylearn.h

sulley.cc sulleylearn.cc

neural.cc

neurons.cc

nnfunc.cc

(b) Neural Network learning

Figure 6.1: Files that directly or indirectly include learning functions

to be easily incorporated into the reinforcement strategies. This was discussed in

Section 5.3.

An indication of source-code dependencies for the learningframework is shown

in Figure 6.1. This should give some indication of architecture interdependencies.

For more detail, refer to the API in the appendix. For detailson how the GD NN

was implemented refer to Baird [22] and Sima et al. [44]. For details on the RBF

network, refer to Orr [37,38].

6.3 Reinforcement Techniques

This section discusses how the learning and reinforcement techniques were leveraged

in order to meet the requirements of the Smart Toy learning model in this project.

6.3.1 Reward Model ( good Sulley,bad Sulley )

One of the most crucial elements of any RL technique is the concept of reward.

Without some way of calculating reward, there is no way to determine which actions

are bene�cial. Many RL techniques are designed to work with continuous reward
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functions. However, for this project we do not want some kindof dial1 for the user

to operate to indicate how the toy is performing. Not only would this be impractical

on a doll and violate one of the design goals (see Subsection 3.1.6), but it is unlikely

that the user could reliably and consistently distinguish between di�erent levels of

�goodness�.

For this implementation, a tri-state reward system was chosen. That is, the

reward is one ofgood, bad or indi�erent 2. By modifying learning parameters, it is

also possible to learn using onlygood and indi�erent . However, a larger degree of

non-determinism is required (even after lengthy training), which may frustrate the

user.

6.3.2 Modi�ed Q-learning

The Q-learning algorithm discussed in Subsection 2.1.3 was modi�ed in the following

ways:

Rather than choose the optimal action, the action is chosen probabilistically. The

probability of choosing an action from a particular state isequal to the quotient of

the Q-value corresponding to that action and the sum of allQ-values for that state.

This allows multiple actions to be learned for a single state.

Rather than use the� value to explore the state space, an upper limit on the

Q-values is imposed. Any increase of aQ-value that goes beyond this limit is

distributed evenly over the other actions for that state. The limit is derived from

the current sum of Q-values in that state. This always keeps a proportion of the

actions available as alternatives, and serves the user witha portion of variety. It

allows the user to see what actions are available, should they decide to change their

reward function.

For the reward itself, the value ofr is simply set to1:0 for a �good� reward, and

� 1:0 for a �bad� reward. If no reward is given, no update occurs, rather than using

1A button to say �look at the dial now� would probably also be needed so that learning is not
led astray. It would be needed because it is unlikely that a user would be conscientious enough to
update the dial after every action.

2Or, equivalently, ignore, don't care, not training , etc.
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a reward of0:0 (regular Q-learning will still alter Q-values if the reward is0:0). It

is also possible to reduce the learning rate and apply a negative reward in the latter

case, to simulate some kind of decay. This would be especially useful if the �bad�

percept was removed. However, I'm not satis�ed thatdecayis actually something a

Smart Toy should do, so this was not investigated further.

An experiment was designed to test these modi�cations. The procedure, results

and analysis are in the sections that follow.

6.3.3 Applying to Neural Networks

From a client's perspective, a neural network is essentially a function estimator. All

that remains to do, then, is formulate a bijective mapping from the environment

! action function domain to the Rn ! Rm function domain of a neural network.

With the interfaces provided by the generic learning framework implemented for

this project, this was trivial to do.

Actions were enumerated, and the state representation was presented as-is to the

Classi�er ADT to determine the optimal action. For training a �good� reward, the

output dimension corresponding to the chosen action is1:0, and the rest are0:0.

For training a �bad� reward, the chosen action is0:0 and the rest are 1:0
m� 1 .

Thorough evaluation of this architecture was not carried out. There are some

observations of its use in Section 8.3. Early testing determined that, for gradient

descent, a single hidden layer of 4-5 neurons, a learning rate of 0.1 and a momentum

of 0.9 was e�ective when the state was small (as it was for the modi�ed Q-learning

experiments). For RBF networks, a learning rate of 0.4 and a number of RBF

neurons equal to the dimension of the input state gave promising learning trends.

6.4 Tools

For random numbers, Jenkins' ISAAC random number generatorwas used [26].

Nothing about it makes it particularly suited for this project. However getting a

random number from it is about �ve times faster thanx = ax + b mod p, three
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sulley.cc

sulleylearn.h

neural/neural.h

cassert learnbase/learn_base.h

valarray

neurons.h

sulleybase.hfactories.h

iostream

hwinter.h ../tty.h

vector

maze/maze.h

nnfunc.h

cstddef

sulleymaze.h

sulleyinput.h

map

cc++/thread.h

stack unistd.h

string random/ccisaac.h

stdlib.h sys/time.h

Figure 6.2: Include dependency for Sulley.cc (main() )

times faster than RC4, and it is cryptographically secure with no bias3. The C++

version adapted by Quinn Tyler Jackson was extended by me forsome additional

functionality.

For threads, the GNU Common C++ library4 was used. It has a decadently

elegant pthread5 wrapper.

6.5 Source Structure

The entire system is implemented in C/C++. To convey some overall structure of

the implementation, an include dependency graph for the system is shown in Figure

6.2. For details, refer to the appendix.

3So why not use it?
4GNU Common C++ http://www.gnu.org/software/commonc++/CommonC++.htm l
5Anyone still using pthreads directly in C++ code should be slapped. The socket library in

CC++ is also worth a look and is similarly ful�lling.
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Experiments and Results

This chapter introduces the method used to test and evaluatethe system. It dis-

cusses the experimental procedure and presents observations and results.

7.1 Testing the Hardware (Sensors)

This was relatively straightforward. The Sulley doll was connected to a PC running

Linux and all the sensors were tested while the program was running. The hard-

ware monitor running in debug mode prints a message tostderr whenever an input

changes. A simple client was written that allows individualpins to be set manually

via the keyboard in order to test the feedback.

7.1.1 Tilt Sensors

Tilt sensors were tested by slowly tilting the doll on all itsaxes and by shaking

the doll. Rotating the doll along all horizontal axes causedspeci�c pairs of the tilt

sensors to alter their value. No obvious correspondence between a left/right tilt (or

a forward/backward tilt) and a single sensor could be determined. However, this

is not a problem as the aim was always tolearn this correspondence through RL.

The vertical axis, yaw1, caused no change, as expected � an electronic compass or

similar would be required to detect this movement.

1Originally an aviation term for turning an aircraft while re maining in the horizontal plane (i.e.
not tilting).

64
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7.1.2 Light Sensor Array

The light sensor was adjusted (using the potentiometer) until the sensor waslow

when in direct light and high when in shadow. The lighting for testing was a

computer lab with good �uorescent lighting. This level of lighting or above (e.g.

sunlight) should keep the sensor at thelow value. Repeated experiments on di�erent

days were conducted and the sensor was found to consistentlygo high when placed

in shadow, either by a hand or by inverting the toy so that the sensors were not in

direct light.

7.1.3 Squeeze Sensors

The squeeze sensors were all tested before being inserted into the doll, as well as

afterwards. The testing before insertion was to ensure thatthe packages did not

obstruct the action of the microswitch and that they required an appropriate level

of pressure to activate. The results were satisfactory � allthree switches responded

to light pressure and were able to reset themselves.

Once inserted into the doll, the wrist squeeze sensor continued to maintain its

responsiveness. However, the squeeze sensors in the torso were further from the

surface of the doll. This made them harder to reach by human hands, and the stu�ng

was too soft to transfer enough pressure from a �cuddle�. This is an unfortunate

consequence of using aplush toy � a more rigid doll would be able to have sensors

close to the surface around the torso.

However, the sensors were still able to be activated. Gentlyprobing with �ngers

to discover the package caused activation, as did a (very) tight squeeze of the torso

in the appropriate location. There were no problems with theswitches remaining

activated after a squeeze. That is, they always deactivatedwhen the pressure was

released.

7.2 Testing the Hardware Interface

The history window size and poll interval of the hardware monitor had to be tweaked.

Although these parameters are not spectacular in their own right, sensible values
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still needed to be chosen. If the values are inappropriate, the user experience will

be adversely a�ected.

7.2.1 Polling Interval

A large poll interval increases the latency between physical activation and triggering

of callbacks in the software. Poll intervals below about 20ms have no e�ect because

of system call overhead and process scheduling.

In my tests, latency was found to be most undesirable. When itwas too high,

a sensor could be squeezed at normal speed and only ever be �agged asvolatile in

the software. For this reason, a value of 20ms was chosen for the poll interval to try

and minimise the latency. Below this and the latency (now small) was inconsistent

due to process scheduling.

7.2.2 Window Size

A window size that is too large means inputs will take a while before they are

reported as stable. A window size that is too small means thatinputs may be

reported as changing value twice, when the user only intended to change it once.

There is a tradeo�.

The window size was decided informally. Again latency was anissue � the longer

a smooth activation is volatile, the higher the latency. A history of the nine most

recent values is kept, and analysed in groups of three. If thevalues in the most

recent three are not all equal, the value is reported asvolatile; unless the values

either of the other two groups of three are also volatile, in which case the value is

reported aschanging.

The value is also reported aschanging if the values in the most recent group

are all equal, but do not match the most common value in the other two groups.

There are other cases to ensure that a changing sensor does not �uctuate between

changing and volatile in a normal activation. The pattern will always be:

� stable ! volatile ! changing! stable ; or

� stable ! volatile ! stable
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wherestableis either high or low for each instance (in isolation). This con�guration

was found to successfully distinguish normal transitions,such as a gradual tilt or

squeeze; and rapidly changing transitions, such as when thedoll is shaken.

7.3 Learning Experiments

Performance of the individual learners has been widely researched [37,44], so the be-

haviour of these particular implementations was not investigated for normal training,

beyond determining that the implementations actually work. What was investigated

was how the learners behave for the unique applications of this project.

Still, the number of facets of a Smart Toy that can be evaluated is enormous.

This project focused on a single area for evaluation. Other possibilities are discussed

in future work. First I will present the motivation for choosing the aspect that was

evaluated.

7.3.1 Motivation

The ultimate evaluation goal of a Smart Toy would essentially be to determine �is it

fun?�2. When Intel and Mattel combined forces to delve into the Smart Toy market,

this was their �rst of their �ten golden rules� for a �worthy� toy [9]:

Fun is synonymous with toys. Unless a toy delivers well on fun, nothing

else matters. There currently is no IEEE standard that provides an ob-

jective and scienti�c measure for �fun,� but focus testing usually provides

a good idea.

Direct evaluation of the �fun� metric is beyond the scope of this project. Instead,

this paper looks into evaluating some aspects of what will eventually (hopefully) help

a Smart Toy to becomefun. Speci�cally, is the learninge�ective. Before going any

further, it remains to attempt to de�ne exactly what I mean by e�ective learning,

in the context of fun.

2Others may argue that the real evaluation criterion would be �will this make money?�. For the
sake of research, this aspect will be put aside for now.
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Figure 7.1: A Furby � after being taught a lesson

To begin, an example: theFurby. My sister got a Furby a few of years ago. A

Furby is not fun. It's irritating. If it didn't have a �go to sl eep� percept, it would

have been quickly adopted as an expensive, hairy cricket ball. With ears. In fact, it

looks like someone beat me to it (Figure 7.1). From my own experience, what made

it so irritating was the frustration involved with getting i t to learn.

The packaging promised a toy that would learn to talk, and learn actions that you

could teach it. In practice, it responded to �xed sequences of inputs such as �touch

this, prod that, �ip me, �ip me, �ip me, cover my eyes�, to prod uce �xed responses

� usually an utterance in Furbish3. However, thelonger you spent prodding it (i.e.

days) the more of its vocabulary it would utter. That is, until the batteries ran out

(i.e. the day after). This prolonged and tedious learning was the main source of

frustration. It is unlikely that the toy actually learned at all [40].

So the evaluations conducted in this project focused on whether the learning was

fast. In this way, the focus of thefun becomes nothow you teach the toy, but what

you can teach it. In other words, a child should not su�er angst trying to determine

how to teach the toy, but instead be able to explore what it cando.

However, it is not enough to simply learn a policy early and stick to it. It is also

necessary to adapt to a new policy, should the user change want to train the toy

3The language of a Furby, whose vocabulary includes phrases such as �ah-may koh koh� (pet
me more), �noo-loo� (happy), �mee mee a-tay� (very hungry) and �dah doo-ay wah� (big fun).
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di�erently. A useful consequence of this type of evaluationis a demonstration that

the learning actually works. That is, a correspondence between the state and the

next action will be shown.

7.3.2 Challenges

The challenges the learners themselves faced have already been discussed in Section

5.3. This subsection addresses challenges particular to designing a meaningful ex-

periment to evaluate the reinforcement learning taking place. In many cases these

challenges are consequences of the challenges already mentioned.

The �rst thing to consider is some way of conveying thestate. The number

of states goes up exponentially with the number of sensors � both physical and

simulated � and the history that is kept (e.g. the last n actions taken, or the lastm

values of all sensors). For this experiment, the number of distinct states was reduced

to four in order to highlight salient features of the evaluation. For these four states,

three possible actions were allowed by the Sulley agent.

It is also necessary to convey a decision being made, while ina particular state.

To accomplish this, for every decision made during the simulation, the toy is told

whether it was good or bad. This is not necessary in order to continue making

decisions, but allows decisions to be highlighted as well asindicating at what points

training occurred.

The discrete nature of the data was found not to make plots that are clear when

a lot of changes are occurring. To aid the visualisation of the training progressa

corresponding plot with points estimated (badly) with a bezier curve is also shown.

The bezier plots have little quantitative merit � they prima rily serve to make the

corresponding lines in the distinct plot easier to trace.

7.3.3 Plots

The passage of time is crucial to this kind of evaluation. �Time� is chosen for the

horizontal axis. Whenever the �time� is an integral number,the action that has been

decided (for the current state) is carried out. In terms of real time, this occurred
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every 10 seconds for this simulation. Non-integral time values increase by 0.1 units

whenever the state changes, or when a reward/punishment is given. This always

occurred fewer than nine times in any ten second interval forthis simulation. These

increases are purely for the information visualisation.

The individual plots each correspond to a particular state. When the state

changes, data is plotted on a di�erent plot. That is, only events that occurred

in the state corresponding to a particular plot are shown in that plot. All plots

correspond to the same simulation, conducted at the same time. The four states

are �tilting left� (Figure 7.3), �tilting right� (Figure 7. 4), �upright� (Figure 7.6) and

�inverted� (Figure 7.7).

Vertical lines (impulses) correspond to instances where training occurred. Solid

vertical lines demarcate instances where the toy was told that it was �good�. Broken

vertical lines demarcate instances where the toy was told that it was �bad�. Because

training occurs at least once for each time increment, the lines also show at what

times the simulation was in a particular state.

The plotted lines each correspond to a single action that Sulley can take. The

solid line is �turn left�, the dashed line is �turn right� and the dotted line is �continue

forwards�. The vertical axis corresponds to the probability that a particular action

will be taken in the state corresponding to that plot at a particular time.

7.3.4 Maze Simulation

To encourage training in a realistic scenario, a simple gamewas formulated. It had

to be simple in order to cope with the reduced state and limited choice of actions.

The choice was a maze, whose corresponding semantics (i.e. turning corners) gave

names to the actions that could be taken.

The maze is displayed as text. The maze at the end of the simulation is shown

in Figure 7.2. Pipe characters (| ) and dashes (- ) represent the walls of the maze.

The letter � o� shows the path taken through the maze by the agent while training

was conducted concurrently. If the agent had to backtrack through the maze (i.e.

after reaching a dead end) it would be marked with a �. �. The numbers were
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Figure 7.2: The maze explored during the experiment

(numbers are placed at10t intervals; $ is the goal and the starting point is
middle-left)

inserted manually to show the progress of the agent, each corresponding to ten

�time� intervals in the plots.

The aim of the game is to reach the goal ($) towards the centre of the maze.

Standard maze rules apply (e.g. you can't pass through walls). If the agent attempts

to turn in a direction that is blocked by a wall, the closest valid direction is chosen,

with preference for a clockwise alteration to the target direction. Play starts at

centre of the left boundary of the maze.

The user (player) attempts to direct the agent by putting thesensors in the state

that they wish to correspond to a particular direction. However, there is initially

no correspondence between a given state and the action chosen � the �rst action is

chosen randomly and each action begins with equal probability of being chosen (as

seen in the plots at = 0). In order to teach the agent the mapping the user wishes

it to have, the agent must betrained.

Training is accomplished byrewarding the agent when the action chosen matches

that to which the user wishes the current state to correspond. If it does not cor-
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respond, the agent can bepunished. The user is always shown the action that the

agent isabout to take (i.e. at the next time increment).

7.3.5 Experiment Script

A rough script was followed (by me) while conducting the experiment itself, as

follows.

Whenever the agent is going to make a decision that does not correspond to the

action I want it to perform, I repeatedly punish the agent. Whenever the agent is

going to make the correct decision I reward it. I reward it exactly once for each

time increment (i.e. for each decision made), but more than one punishment can be

dealt in a single time increment.

From time t = 0 to time t = 40, I try to train �tilting left� to correspond to

�turn left�, �tilting right� to correspond to �turn right� a nd �upright� to correspond

to �continue forward�. I never enter the state �inverted� in this time interval.

From time t = 40 to time t = 69, I reverse my policy. That is, tilt right

to turn left, and left to turn right; and invert to continue fo rwards, with upright

corresponding to nothing. This was to demonstrate whether the algorithm adapts

if the user decides to adopt a new policy.

In Figure 7.3 there is also an anomaly at aboutt = 8. Here, I unintentionally

rewarded a �continue forward� decision, when I should have punished it. However,

as shall be discussed in the analysis for thedeliberatechanges, the algorithm is able

to recover quickly.
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Figure 7.3: Decisions while in state �3� - tilting left
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Figure 7.4: Decisions while in state �4� - tilting right
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Figure 7.7: Decisions while in state �0� - inverted
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Figure 7.8: A zoom-in showing the training in state �0� - inverted



Chapter 8

Analysis

This chapter analyses the experiment from the previous section. It also presents an

analysis of the hardware and discusses some general observations for the system.

8.1 Learning Results Analysis

This section analyses the plots of learning state over time from the previous section.

There are no properties of a particular state that distinguish it from any of the

others. The states are only addressed separately to highlight speci�c examples.

8.1.1 Initial learning ( t < 40)

Here Figures 7.3, 7.4, 7.6 and 7.7 are being considered. The correspondingpercept

states will be referred to astilt left , tilt right , upright and inverted, respectively.

The initial intended actions are turn left, turn right , go forward and unmapped,

respectively. The squeeze sensor in the paw was mapped togood and one in the

torso to bad. Tilt is determined by the three tilt switches.

All actions begin with equal probability of being chosen (there are three, so 33%

each). Tilt right is the �rst state entered (i.e. Sulley is physically tiltingto the right)

� Figure 7.4. This state is entered because the �rst corner inthe maze (Figure 7.2)

is a turn to the right.

The �rst action chosen however, isgo forward. This is not what is intended

by the teacher (me). The �rst vertical line is broken, so thisindicates that a bad

79
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reward was given. The probabilities of the actions that it did not just choose are then

increased. Because of thisbad reward, go forward now has the lowest probability

for this state while t < 40.

A decision is made again, and this timego right is chosen. This is correct, so a

good reward is awarded. After the update,go right now has approximately a 57%

chance of being chosen in thetilt right state. This is very early learning, so it is

rapid.

Immediately following this decision is a left turn in the maze, so Sulley is now

tilted to the left. Now in state tilt left , go forward is again chosen (by chance) and

a bad reward is given. The second decision is correct, so agood reward follows.

After this training, the go left and go right actions are now chosen correctly

(mostly by luck) as the agent navigates the maze with the helpof the teacher. The

exception is at aboutt = 7 where ago forward was rewarded asgood while in tilt

left. This was a mistake1 by the teacher. However, subsequent training is able to �x

the mistake quickly.

The training for upright is not so lucky. For example, att = 9, two wrong

decisions were punished. However, probability eventuallywins out and go forward

is successfully learned. Theinverted state was not entered in early learning - so

probabilities for all actions in this state remain equal.

8.1.2 Changing the optimal policy ( t > 40)

At t = 40, I decide to change my mind about the optimal policy. My worldis

e�ectively inverted completely � I want tilt left to choosego right, tilt right to

choosego left and inverted to choosego forward. Most of the changes occur for

40 � t < 55 so this range is zoomed in for Figures 7.5 and 7.8.

The script is the same for the old policy, but with di�erent targets. Repeated,

bad rewards quickly reduce the probability of the old action being chosen. Note

that relative probability between unchosen states remains consistent, until one is

targeted.

1Originally unintentional, although it serves to demonstrate another facet of the learning.
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There is some turmoil while the new policy is being learned. However, within

about thirty seconds, the new policy is learned and adopted.The new target action

for each state is able to be �ltered out with the good and bad rewards in concert

quite successfully.

8.1.3 Summary

The experiment was an extreme simpli�cation of the capabilities of the learners and

the hardware. This was in order to highlight a single aspect and present detailed

state and decision information in a clear manner.

From the plots and analysis it can be seen that with this simple example, it is

relatively straightforward to teach an initial policy as well as change the optimal

policy during training. Policies are learned quickly, and the agent does not getstuck

choosing any particular action.

8.2 Analysing the Hardware

Some thorough user studies are required to fully analyse thehardware, and some

questions that need to be asked are included in future work. This section contains

my own experiences while using the interface device.

The tether is de�nitely a drawback. It restricts the range of movement and

e�ectively tethers you, also, to the computer. A longer cable might resolve the

latter problem, but for a true companion that can be carried around and remains

smart, a wireless or microprocessor solution would be needed.

Despite the frequent polling and small window sizes, latency is still noticeable. It

is most noticeable for reward-giving. However, this is based on immediate feedback

from the �click� that the microswitch makes when it is depressed. A truly embedded

sensor would not click, and the latency is small, so not knowing exactly when the

sensor itself changed might minimise perception of the latency.

The sensors all worked adequately. However, more sensors, with a �ner scale that

do more interesting things are certainly desirable. The current forms of interaction
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are quite limited. However, sound may prove to be e�ective for a new level of

interaction, so that attention on enhancing the sensors canbe delayed.

8.3 Other Observations

Neural network tests were compiled, but time constraints prevented their full explo-

ration and experimentation. However, the testing code outputs an indication of the

training progress � at least to con�rm that it works.

Gradient descent networks with two or more hidden layers were found to be

undesirable. Training never settled, and the best that could be achieved for the

simpli�ed problem used in the main experiment, was about a 60% chance of choosing

the desired action. It is likely that the large number of freeparameters did not suit

the simple model. Perhaps more complex models may be better suited. It was also

hard to get a large number of training examples; so to get the 60%, repeated training

epochswere carried out in a background thread.

However, the background thread was found to be unsuited to networks with a

single hidden layer, so this may also have been a factor in the poor initial per-

formance of networks with more layers. The background training is undesirable

because standard neural network stopping criteria all attempt to minimise the error

for the single best result. This means another abstraction layer is required to adapt

multiple actions for a single state.

Furthermore, because error isminimised and error values often have no theoret-

ical derivation, it is also hard to prevent the network becoming stuck. With a single

hidden layer trained in the background this was found to be a major problem. It

meant that the network was unable to adapt to a new policy, should the user change

his/her mind about the reward function.



Chapter 9

Future Work

This chapter discusses the future of the project. It addresses how aspects of the

hardware can be improved, how new learning techniques mightbe incorporated and

the various future applications of a Smart Toy. It also proposes a range of techniques

that might be used to evaluate the system further in its current state.

9.1 Hardware

The hardware in its current state is relatively limited from a sensory standpoint.

However, using a plush toy and wanting to maintain itscuddly nature imposes some

restrictions on the hardware development. For example, it is unlikely that motorised

actuators will ever be incorporated except, perhaps, for small movements such as

the eyes. More sophisticated movement would require rigid limbs, which would be

di�cult to hide from the user.

9.1.1 Sound

This extension to the hardware should not be too di�cult to accomplish, due to

existing redundancy in the hardware design (i.e. spare wires). Adding a speaker

would allow virtually limitless possible actions, which could all be learned. It also

allows the visual display of a computer to be taken out of the equation entirely, and

encourages more natural communication with the user. A microphone and voice

recognition, however, is a bit further o� due to the current state of technology.

83
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9.1.2 Smart Material and Pervasive Transducers

This was �rst touched upon in Section 3.1.6. Current �Smart Materials� include

actuators that are able to �ex in a fashion similar to that of muscle, as well as sound

emitters and sound detectors. Incorporation of smart materials and other sensors

that pervadethe toy would keep a plush toy's original function mostly intact. That

is, there would be no hard sensors that disrupt hugging, nor may the user need ever

be aware that they are actually triggering the toy's sensors. This adds further to

the mystery of a Smart Toy, and may make it seem even more intelligent.

Other sensors, such as all those contained within an Aibo (see Section 2.2.3) can

also be added to the hardware. However, many of the sensors and particularly the

actuators, may impede the plushness of the toy. Increasing the number and types of

sensor has an obvious bene�t � it nurtures more complex and involved interaction

between the user and the toy. It also increases the dimensionof the environment

from which inferences can be made, allowing more intricate mappings between state

and action.

9.1.3 Wireless Communication

The wireless solution initially proposed for this project was not pursued due to time

constraints and an already sizeable scope. This is de�nitely something that should

be pursued in the future. Other projects [27] and my own observations have found

a tethered solution to hinder the types of interaction that occur, as well as the user

satisfaction. A wireless communication device would remove the need for a tether

and on-board processing.

However, communication should not be limited to that between a Smart Toy and

its host PC. Collaboration betweenSmart Toys would also be an interesting avenue

to pursue. Such collaboration greatly increases the kinds of applications for which

a Smart Toy can be applied. For example, collaborative gamescould be played

between you, your neighbour and each of your Smart Toys. For such an application,

however, a host PC is unlikely to be a suitable arbitrator. Collaborative games can

happen anywhere, so an ad-hoc communication protocol, and on-board processing,
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would also need to be incorporated.

9.1.4 Power

Power consumption is a big problem that needs to be addressed. This is particularly

true for wireless solutions. A particular frustration of the Furby was that you could

spend a few days teaching it, but when the batteries ran out (which was quite soon

afterwards) anything you �taught� it would be lost.

A sophisticated solution with a synchronised PC1 or non-volatile memory, for

example, could be used to solve the memory problem. However,there is still the

issue of powering the mobile device. A battery adds to the weight of the toy and

may impede some of the plush toy interactions.

The tethered solution for this project managed to skirt the power problem. How-

ever, future developments will need to consider a reliable,on-board power source

to be truly wireless and autonomous. Although, at this point, increased �nancial

expense may also become an issue.

9.2 Applications

Games are the primary application for a Smart Toy. Although,because it is es-

sentially still just an HID, there exist a wide variety of non-game applications that

could be applied to the toy. The sensor abstraction should make this quite easy.

However, games are the primary focus.

9.2.1 Computer-arbitrated games

This is the current game type that has been developed (although, the current game

is quite limited). Future computer-arbitrated games couldinvolve the manipulation

of a graphical avatar to enhance the gameplay. However, thiswould take the focus

away from a fully autonomous Smart Toy.

1À la the PocketPC's synchronisation with a desktop computer.
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9.2.2 Collaborative games

Communication does not only need to take place via the sensors, nor does it need to

be between toy and owner. Collaboration between toys and users greatly expands

the possible game types that could be pursued. For example, team games and coop-

erative gameplay could be explored. In such cases the toy is not merely simulating

a game, but is actively taking part in it.

9.3 Other Learning Techniques

There is a plethora of learning techniques available. Kaelbling et al. [29] cover about

thirty, distinct, reinforcement learning approaches in a seven-year-old survey paper.

Some of the techniques look as though they can be adapted to the problem at hand in

a relatively straightforward manner. These, or more recentmethods, may perform

or extrapolate better than the method implemented for this project. Exhaustive

experimentation may lead to a breakthrough in Smart Toy learning.

9.3.1 Collaborative Learning

This is where two agents share their knowledge about the world to improve each

other's intelligence. While not speci�c to smart toys, a variation of the concept can

also provide entertainment for the owners of Smart Toys. Collaborative learning

could be achieved by placing two Smart Toys together and allowing them to teach

each other concepts they have learned. For example, the state of one toy that has not

yet been mapped could be explored and trained interactivelyusing encouragement

from the more advanced Smart Toy. Presumably the other toy isowned by someone

with similar interests and so the learning is of value. If not, there is a matter of

retraining.

9.4 More Evaluations

The evaluation in this thesis deliberately focused on a single aspect. Apart from the

obvious experiments to determine accuracy and stability offuture implementations,



9.4. More Evaluations 87

other, broad areas related to Smart Toys need to be considered.

9.4.1 Marketability

Ultimately, the goal of Smart Toy research is to develop a toyto be bought for chil-

dren. Whether a toy is marketable depends on many factors [9]. Whether these fea-

tures are present in an implementation need to be determinedto attract commercial

interest. These features cover things such as cost, fun, open-endedness, educational

content, a perception of advanced technology, innovation and the ubiquitous �wow�

factor.

9.4.2 User Studies with Children

This is also related to the marketability. In order to test most of the marketable

features, children are required. Particularly for the �is this fun� aspect. Michaud and

Caron [33] found the children in their informal studies to provide particularly good

insight into attitudes towards Smart Toys. Most notable, was the habit of young

children to develop an attachment to the authors' outwardlyintelligent electronic

device.

9.4.3 Social and Psychological Aspects

While perhaps not suited for the computer science domain, there are a large number

of social and psychological implications related to Smart Toys; and a number of

questions that need to be asked. For example, how attached does a child become

to their toy? If it broke would they be devastated? Does it detract, or perhaps

enhance, socialisation with other children? And so on.



Chapter 10

Conclusions

10.1 Goals Revisited

The broad goal for this project was do develop a Smart Toy. Thescope of such

a project is large, so this thesis concentrates on a few areasof exploration within

the context of a Smart Toy. A hardware prototype based an existing plush toy was

developed and tested to provide a set of simple, physical sensors and actuators. In

order to make it smart, a reinforcement learning model was developed, backed by a

�exible set of learning algorithms. The model needs to cope with all the quirks of

the training data that result from trying to train this toy. I t must be able to adapt

the learning rule, should the user decide to change the optimal policy they wish to

teach.

10.2 Critique

The hardware aspects were implemented successfully and performed adequately in

the early tests. The operation that united the hardware and the plush toy was a

also successful. The toy retained nearly all of theplushnessthat it began with, and

was able to interact with the user through a combination of implicit and explicit

sensory functions.

All the complications that arose from trying to interface the low-level hardware

were addressed � either with a resolution or a workaround. Wherever possible, the
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solution was designed to encapsulate any complexities, in order to present an elegant

API to the client. The complications were well documented and are presented as a

brief survey of current implementation alternatives.

The software was designed with �exibility, elegance and extensibility into the

future as a primary goal. The challenges of Smart Toy learning are documented and

an architecture that solves many of the problems is presented. An implementation

of the architecture, which uses a modi�ed version ofQ-learning, was developed.

An experiment to test the implementation's ability to learn and adapt quickly

was formulated. A simulated environment was developed in which to conduct the

experiment. The experiment was conducted in controlled conditions, and the results

are presented. An analysis of the results of this experimentis performed, along with

observations from applying neural network-based implementations to the same task.

The project only scratches the surface of the development possibilities and ap-

plications of a Smart Toy. A detailed chapter on the future work is included to

motivate further development.

10.3 Conclusion

This project is an initial investigation and experimentation of the Smart Toy concept,

using a plush toy. An extensible architecture with initial implementations and an

evaluation is an important step towards the development of atruly intelligent toy.
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Appendix A

Application Framework and API

There is a lot of source code associated with this project � about 5000 lines. Hence

so, too, is there a lot of documentation. A verbatim API and reference manual

generated from the source comes to about 250 pages. The most interesting and

salient parts of the client API have been �ltered out and are appended in the

following order:

� class ParaMon -the hardware interface

� learnbase.h -learning architecture

� class GenericEstimator -black box base for function approximation

� class Classi�er -adapter for classi�cation in Rn function ranges

� neural.h - Neural Network architecture

� class Network -a Hop�eld ANN with a single hidden layer

� neurons.h -Neuron model

� class Neuron -Neuron base class and heirarchy

� class HiddenNeuron -A hidden neuron at any layer of a Hop�eld

network

� class OutputNeuron -An output (�nal layer) neuron

� class NeuronFactory -The factory design pattern for neurons
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� nnfunc.h - utility and transfer functions for neural networks

� sulleybase.h -Reinforcement learning environment model

� SulleyLearner -Base class for reinforcement learners for Sulley

� POMLearner - The modi�ed Q-learning RL learner

� SulleyGradLearner -The ANN RL learner for Sulley
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