1. Link Detection

In order to improve the density of the ontology, the body of the definition is scanned and all words (not only those in braces) are considered as potential relations, if they fit a set of criteria. Firstly, the word must be defined. Whereas words or phrases in braces can have a node created for them if they are not officially defined and do not match a definition, phrases outside of braces are only considered if they match a definition.

A sliding window of up to three words is maintained, consisting of three words unbroken by any of:

· a sentence boundary

· a keyword in the keyword-relationship mapping

· a relationship in braces

The sliding window is checked for the best match against any definition for lengths of one, two and three words long.

For phrases of only one word in length, a match is excluded if the word is three of fewer characters or matches a word in our computer science stop list. This is a list of words, each of which is defined or matches a definition, and is considered to be non-informative or misleading in the context of a definition for a computer science term. These were found by systematically checking detected links against the definition, with particular attention to relationships to words with many peers referring to it, while that word does not refer to many peers itself. If a word has a disproportionate number of peers for its definition, or if the relationships it created were obscure, the definitions were checked for how the word was used. If the majority of uses were as a function word or as part of a longer phrase that did not match a definition, it was put in the stop list.

The current list is:

class

code

codes

computer

computing

data

group

hardware

input

machine

output

predecessor

process

product

program

programming

release

software

standard

support

system

Phrases are also excluded when matching at higher levels (ie case insensitivity and component stemming) causes a match to an acronym, without the detected context being in acronym form. For example, one of the definitions is TERM [Technology Enabled Relationship Management] — any match from the strings Term or term are ignored.

Once a link has been detected and matched to a definition, the weight that would normally be assigned is penalized proportionally. Currently, if p is the weight of the phrase if it were in braces, ( (0, 1], the assigned weight will be p + (1 – p)*0.5, ( (0.5, 1]. Clearly links that are explicitly identified as related should be ‘stronger’ than those detected by the software.

Link detection also increases the chance of a relationship being identified that is already explicitly shown in the definition. Currently, only the relationship identified that yields a minimum weight is used in the ontology (for both explicit and detected links). In the future, duplicate links may be combined in some way, justified by the hypothesis that words mentioned multiple times in a definition are more strongly related.

In this discussion, a match, is determined in the same was as for both explicit relationships (i.e. those in braces) and for concept matching for model generation. 

{extract: TSP Report [more detail there]} The matching is done progressively (i.e. in stages), with the last stage optional. The last stage is optional because it uses the significantly slower substring match and sometimes makes obscure or incorrect matches. However, often the matches are incorrect only in that they should be separate concepts, joined by some relationship. That is, detail would be lost by merging them, which is why the alternative is to create a leaf when the link is explicit.

The stages are: 

1. Exact match

2. White-space trimmed

3. Replacement of any non-alpha-numeric sequence of characters with a single space

4. Case insensitive match

5. Component stem matching

6. Substring matching

Changes made to the query string at each stage are used as the query input to the next stage. For example, stage 5 matches using case insensitive stems of trimmed alpha-numeric sequences. Stages 2 and 3 usually only match when there are structural inconsistencies in the layout of the input. However, the changes they make are useful for the stemming stage. Hashtables similar to that used in the Indexer for component stem matching are created for stages 2, 3 and 4 to that they, too, occur in constant time.

A best match is the match that occurs at the earliest stage, or with the least edit [Levenshtein] distance at the same stage.

